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Welcome
to issue 179 of Linux User & Developer

» The best live booters for your toolkit, p18
» The White Hat’s guide to IoT exploits, p50
» Blockchain takes on banking, p60

This issue

For the best subscription deal head to:

Facebook:  
LinuxUserUK

Twitter:  
@linuxusermag

Welcome to the UK and North America’s 
favourite Linux and FOSS magazine.  We start 
this issue off with a somewhat loaded question: 
Is Microsoft about to invest in Canonical, the 
company behind Ubuntu, the most popular 
Linux distro on the planet? It’s become clear that 
Canonical’s change of heart over Unity had much 
to do with dropping loss-making projects in a 
bid to court outside investors for a race to IPO. A 
Microsoft investment would make sense given 
the way that Ubuntu and Azure, Microsoft’s cloud 

computing platform, have been working together in so many ways 
over the years: Ubuntu was �rst on the Azure Stack, �rst for the big 
data offering on Azure and, just recently on Windows 10, the �rst 
Linux distro to be supported on Windows Subsystem for Linux. 

But let’s casually walk away from that live grenade and focus 
on what’s in the magazine. We’re celebrating live-booting distros 
and have pulled together a great selection you can stick on USB 
for repairs, security work or just sur�ng the web (p18). Next, you’ll 
need to roll your sleeves up for our dive into IoT vulnerabilities (p50) 
and how to protect yourself. Of course, we also have a tempting 
platter of tutorials: from mucking about with pretty graphs (p78); to 
setting up a Mastodon instance (p36), the superstar decentralised 
microblogging platform; programming in Erlang (p44); controlling 
drones with a Pi (p74) and a whole lot more. Dig in!
Chris Thornett,  Editor
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Google and Huawei launch potential 
Raspberry Pi killer

HARDWARE

Thanks to continuous updates from 
the Raspberry Pi Foundation, emerging 
competitors have often fallen by the 
wayside, unable to compete with both the 
feature set and price point of what each Pi 
model can offer. However, a new board from 
two of the world’s biggest tech giants might 
turn that on its head.

Google and Huawei have teamed up to 
produce the HiKey 960, with further input 
coming from seasoned Linux developer 
Linaro (http://bit.ly/HiKey960 ). While support 
for Linux comes as standard, the HiKey also 
offers a high-end feature set for developing 
on the Android platform.

Huawei has developed many of the board’s 
core components, with its own octa-core 
Kirin 960 chip powering each unit. Alongside 
this, there’s a powerful 3GB of LPDDR4 RAM, 
tailored for use on ARM technology.

“If you’re simply looking at the 
speci�cation sheet, Google’s HiKey certainly 
is an appealing piece of kit,” says freelance 
tech analyst Liam Triggs. “While the form 

factor is the same as what the Raspberry Pi 
offers, there are upgrades throughout and 
there’s enough power here to compare it to a 
high-end smartphone.”

Digging deeper into the HiKey 960, there’s 
plenty of room here for integrating the 
board into any number of projects. With 
both 40-pin and 60-pin connectors, there’s 
space for various customisations, while 
an additional on-board PCIe M.2 slot gives 
scope for upgrading to 32GB of on-board 
storage. It doesn’t stop there either: there are 
built-in wireless and Bluetooth options and it 
includes both fastboot and recovery modes – 
a �rst for a single-board computer of its kind.

There’s a lot to love about what the HiKey 
brings to the table, especially when it comes 
to possible development opportunities, 
but it’s the fact that Google is directly 
involved with the project that’s arguably 
the most exciting element. “Whatever your 
personal opinion on Google may be, they’ve 
done wonders for the tech industry as a 
whole. They’re also making big strides in 

the open source industry, with their recent 
DIY AI assistant kits being just one of their 
ambitious projects,” says Liam Trigg. “What 
is important to remember, however, is that 
the Raspberry Pi has been the long-term king 
of single-board computers, and it’s a near 
impossible task for anything to overtake it. 
But if anyone can do it, Google (with Huawei’s 
help), must be a favourite.”

The HiKey 960 is available online in the 
US, Europe and Japan for $239. Stock will be 
limited, so you’ll need to get in there early. 

08 News & Opinion  | 12 Interview  | 96 FileSilo

The HiKey 960 is a high-end rival to the Pi

Above  The HiKey 960 includes the same 
processor as Huawei’s MATE smartphones



Serious security �aw is patched
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TOP FIVE

1  Bacula
When it comes to an all-in-one package for 
backing up your computer data, Bacula is hard 
to match. It’s perfectly tailored to use on low-
resource machines due to its minimal build, but is 
powerful enough to automate the entire backup 
process for you, saving you time and effort.

2  Areca
Areca is without doubt a little complicated to 
set up, but remains the perfect choice for users 
wanting to back up multiple �les simultaneously. 
It’s also remarkably versatile, enabling you to 
tailor it to the requirements of your system.

3  UrBackup
Automation plays a big role in UrBackup, and it’s 
ideal for business users. Timed backups are easy 
to create in UrBackup’s attractive UI, enabling you 
to effortlessly transfer your �les online.

4  Box Backup
Box Backup is one of the few dedicated Linux 
backups that runs entirely online. Due to this, 
processing speeds are lightning quick, enabling 
you to move both small and large �les to the cloud 
with the utmost of ease.

5  Zmanda
The primary reason why Zmanda has gained 
such a great following is that it works in tandem 
with many leading cloud backup services. 
Files can be distributed to different accounts, 
depending on what you need placed where.

Open source 
backup clients

Intel has long been considered one of the 
premier chip manufacturers on the market, 
with security playing a vital part in the 
�rm’s overall success.  However, it seems 
that one element had slipped through the 
net. Recently conducted research found 
that Intel processors shipped since 2010 
contained remote management features. 
While from the outset this may not seem 
like a really big deal, the issue was found to 
give attackers full control over any computer 
that was connected to the same network. An 
of�cial report from Intel explained the �aw 
further: “There is an escalation of privilege 
vulnerability in Intel Active Management 
Technology (AMT), Intel Standard 
Manageability (ISM), and Intel Small Business 
Technology versions �rmware versions 6.x, 
7.x, 8.x 9.x, 10.x, 11.0, 11.5, and 11.6 that can 
allow an unprivileged attacker to gain control 
of the manageability features provided by 
these products. This vulnerability does not 
exist on Intel-based consumer PCs.”

The �aw is noted to have affected many 
core Intel manageability �rmwares, covering 
both early and later variants of the �rmware. 

Due to the �aw going unnoticed for several 
years, it’s unknown just how many machines 
have been affected. However, the ease 
of access an attacker would have to the 
network is alarming.

Due to the research, Intel delivered a 
patch in record-quick time. The patch, 
which resides in Intel’s Active Management 
Technology, is automatically downloaded 
onto affected machines, but will be 
unnoticeable to many users. It’s important, 
however, to note that Intel has rated the 
vulnerability as critical, and so users should 
look to perform a system scan of their 
desktop to eliminate any external issues.

In the same advisory posted by Intel, a 
second �aw is said to have been discovered. 
Although much less of a threat than the issue 
mentioned earlier, the second �aw is said to 
give attackers an alternative way to attack 
your desktop. Again, Intel has been quick 
to release all necessary patches. For those 
worried about whether their desktop could 
be at risk, it’s worthwhile checking out the 
of�cial Intel Newsroom ( https://newsroom.
intel.com ) for more information.

HARDWARE

Intel patches seven-year 
remote hijacking bug
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Although best known for being China’s 
largest search engine group, Baidu has 
also been one of the pioneers of the self-
driving automotive industry in recent years. 
While its plans closely resemble those that 
we’re hearing from the likes of Google, Apple 
and Uber, the Chinese �rm has taken the 
decision to open-source its entire suite of 
self-driving secrets.

Named ‘Apollo’, Baidu describes its open 
source endeavours as a ‘complete and 
reliable software platform for those within 
the automotive and autonomous driving 
industry.’ Although it’s unclear as to the 
scale of the project, the company has gone 
on record to discuss how it will open up its 
technology. In July, Baidu will begin opening 
its intellectual property for its ‘restricted 
environment’ policies, quickly followed by the 
research the �rm has done on urban road 
driving. By the end of 2020, the company has said that its fully autonomous drivin g 

capabilities will be readily available.
While Tesla has previously led the way 

when it comes to open-sourcing its driving 
technology, it’s yet to be done on the scale 
that Baidu has promised. Until recently, the 
company has been developing its technology 
with the help of Chinese domestic car 

makers, and it has already been road-tested 
in California and Beijing. While certain legal 
issues still need to be considered, Baidu 
already boasts an Autonomous Vehicle 
Testing Permit, something that many of its 
competitors are yet to achieve, and early 
plans are in place for further testing through 
the US and China in the coming months.

As far as updates go, the Linux 4.11 kernel 
update is one of the biggest yet to come 
from Linus Torvalds. 

“So after that extra week with an rc8, 
things were calm, and I’m much happier 
releasing a �nal 4.11 now,” said Torvalds in an 
of�cial blog post.

At the top of the update list is improved 
support for swapping solid-state disks; 
there’s also of�cial support for OPAL 
self-encrypting disk drives. For business 
users, the integration of Intel’s Turbo Boost 
Max Technology into the kernel will be a 

Linux 4.11 has been released
KERNEL

major plus, as it’s ideal for automating 
several key components of your CPU, and 
tailored to work well on low-resource 
machines. Virtual machine support has 
also gained some much-needed attention, 
with Shared Memory Communication over 
RDMA allowing for quicker communications 
between machines.

Digging a little deeper, graphical 
enhancements have also been made clear in 
the new update. There’s improved integration 
of AMDGPU power management, while Intel’s 
DRM driver can now handle DisplayPort 

Baidu open-sources self-driving tech
The ‘Apollo’ project could be on a road near you soon

Improved support for SSD swapping and much more

 By the end of 2020, 
Baidu’s fully autonomous 
driving capabilities will be 
readily available 

connectivity. Among the smaller updates 
found in the 4.11 kernel, a new front-end for 
the ftrace interface has been introduced, 
named as the perf ftrace tool, alongside 
support for pluggable I/O schedulers.

With the 4.11 update now readily available, 
the merge window for the Linux kernel 4.12 
is of�cially open. It’s believed that the next 
update will be noticeably smaller than what’s 
been featured here, with more of a focus on 
�xing the errors found in 4.11. As ever, turn to 
Jon Masters’ Kernel Column, on p16, for the 
deep dive.

OPEN SOURCE

Above China’s largest search engine group has made big strides in its automotive tech
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1. Mint   3080

2. Debian  2169

3. Manjaro   2086

4. Ubuntu   1751

5. Deepin  1316

6. Fedora  1160

7. openSUSE  1133

8. Antergos  1122

9. Solus  1048 

10. CentOS  888

 Top 10 
(Average hits per day, 11 April–9 May 2017)

Latest distros 
available:
�lesilo.co.uk

 This month
�Q��Stable releases (15)

�Q In development (7)

It’s been an up-and-down 
month for distros, with 
frontrunners Mint and 

Debian continuing to 
build a lead. Can any other 

distro offer a challenge 
next month?

 Highlights 
Mint
The Mint team provided a series of stability 
improvements this month, helping to 

polish off some of the smaller bugs that had played 
havoc with elements of its default KDE interface. More 
improvements are expected later this year.

Antergos
Despite only recently launching a new 
update, Antergos has slightly dropped in 

this month’s listings. Teething errors have plagued the 
latest update, so further work needs to be done.

CentOS
Initial feedback for CentOS’s new update 
has been good, helping the distribution 

slowly gain a following. It remains a great choice for 
Red Hat Enterprise Linux users.

11www.linuxuser .co.uk

Pi Zero W celebrating 
250,000 unit sales
Smallest Raspberry Pi model hits 
signi�cant milestone

Despite it being close to �ve years since 
its last update, GRUB continues to be one 
of the more popular bootloaders. GRUB 
2.02 is now ready for release, and boasts an 
impressive changelog to boot. At the centre 
of the update is a new �lesystem front-end, 
with Coreboot CBFS now being a central 
element to the tool. There’s also been an 
overhaul in the primary graphics menu, 
allowing for easier control and navigation 
of existing tools. However, at the time of 

GRUB gets �rst update in years
SOFTWARE

KERNEL

writing, the menu can be a little awkward to 
get working. Aside from this, users will �nd 
better support for both FreeDOS and Arm64 
EFI, while there are also multiple upgrades 
to existing ZFS integration – enabling better 
�le storage options to be re�ned. While an 
of�cial release announcement has yet to be 
made by the GRUB team, a full run-through 
of changes, as well as all download links, can 
be found over on its of�cial Git news page: 
http://bit.ly/GRUBnews .

Popular bootloader gets much needed TLC in 
latest upgrade

Integrating wireless connectivity directly 
into the tiny Raspberry Pi Zero was always 
going to be a big deal, so it’s no surprise 
that 250,000 units of the Pi Zero W have 
already been sold.  It’s an impressive feat, 
and early indications show that by the end 
of 2017, it’s likely the Pi Zero W will have 
sold more than 500,000 units. However, the 
one downside of the Pi Zero W has been its 
limited availability, primarily due to a lack of 
core distributors. The latest news to come 
from the Pi Foundation is that 13 new Pi Zero 
distributors have now been added.

With the announcement of the new 
distributors, the overall reach of the Pi Zero 
W is set to be massively increased. Many of 
the new distributors will serve previously 
unreachable territories, including Australia, 
New Zealand, Malaysia and Japan. Alongside 
new territories, the Pi Foundation will also 
be improving its overall reach in established 
countries like USA, Germany and Canada. Of 
course, to coincide with the improved number 

of distributors, the Pi Foundation will also 
be ramping up production of Pi Zero W units, 
hopefully to make sure that any increased 
demand is met. For more information on the 
new stockists, head across to the Raspberry 
Pi Foundation site (www.raspberrypi.org ).
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The rise of Mastodon

Centralised social networks were 
famously described as “spying for free” 
by Columbia University law professor 

Eben Moglen, who, among many things, helped 
defend Phil Zimmerman, the creator of Pretty 
Good Privacy, against the US government in the 
mid-1990s. The decentralised or federated model is 
popular among free software and privacy advocates 
for good reason: it’s generally non-commercial, open 
source and returns privacy controls to the user. 
Mastodon, which is built on GNU Social, is the latest 
in a long line of decentralised platform launches – 
from Ident.ica back in 2008 to Diaspora and others 
– hoping to carve a big enough slice of the social pie 
to kick-start a social media revolution.

Mastodon scales by allowing anyone to set up a 
server, or ‘instance’, that can link to other instances 
across the federated Mastodon network. How each 
instance is run is de�ned by the admin, and users 
can register on any instance and start posting (with 

Eugen Rochko, the creator of Mastodon, tells us what’s on the roadmap for the  
microblogging social platform that’s trampling through Twitter’ s backyard in a bid 
to make a decentralised network the next big thing in social media 

Eugen Rochko
is a 24-year-old computer 
science graduate, who, after 
leaving Friedrich Schiller 
University Jena in Germany, 
decided to begin work on 
an open and federated 
microblogging platform. 
Called Mastodon, it is a 
reimplementation of GNU 
Social and uses the OStatus 
suite of protocols.
https://mastodon.social

a much healthier 500-character limit) locally or 
publicly across the federated network. It’s not what 
many users are used to and much has already been 
made of celebrities like William Shatner complaining 
that he can’t �nd his friends, as you can only see 
people in your federated timeline that have been 
followed by another local user. 

But Mastodon’s clean interface and cheeky 
mascot have hit at the right time and the platform 
is growing rapidly, so we collared its creator, Eugen 
‘Gargron’ Rochko over Discord.

How did you get to the point where you decided to 
develop a microblogging service?
I think every big thing is built from really small 
things, and I never intended for this to get this big. 
It was essentially me playing around with some 
concepts that I was familiar with and seeing what I 
could do. Eventually, with every step, it has became 
more ambitious. I have a history going back to 



 I think every 
big thing is 
built from 

really small 
things, and I 

never intended 
for this to get 

this big 
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decentralised microblogging stuff in 2010-2012 […]. 
I had friend who was really into that stuff and he 
introduced me to the concepts. I was just starting 
my development career, before I went to university, 
and I was just playing around back then. 

So years later, I wondered how decentralised 
microblogging was doing now, because I hadn’t 
heard much about it and I checked and saw that it 
was still around, but it hadn’t kept up with the times. 
It wasn’t in a presentable state and I thought I need 
something different. I’m a long-time TweetDeck user 
so I thought I need a TweetDeck-like interface to use 
this, so that was my initial plan. My plan was just 
to make an interface for existing software, but then 
after I ventured into the codebase of the existing 
software, I decided that I needed to start from 
scratch. That’s how Mastodon started.

So when you say it wasn’t up to date, are we 
talking about GNU Social?
Yes, GNU Social is very ambitious and a very good 
piece of software, but it’s from 2010-2012. [Note: 
GNU Social, or Laconica as it was called initially, was 
�rst deployed back in July 2008 for ident.ica.] It has 
been maintained somewhat, but it was created some 
time ago and it suffers from some systematic code 
organisational issues, because it is a PHP project 
and it also unites in itself two previous projects that 
were merged. So there is a lot of stuff there that is 
confusing to developers who are new to it.

So starting from scratch was easier for me and it 
made sure that everything that is in there belongs 
there and is not a remnant or legacy code. Yes, so 
the initial iteration of Mastodon was just an API. My 
design principles are basically: try to make one thing 
and make it well. Initially, I only wanted to make an 

API and delegate all the user interface stuff to apps, 
because I’m a real fan of the third-party ecosystems. 
I’m really sad that Twitter killed its own.

After the �rst prototype was done – it was an API 
only and I had to use it from the command line using 
curl – I thought I really need to put something in, 
some default interface, so that’s when I started to 
build the interface that you see now.

Are there any third-party projects that people are 
doing that you particularly like?
There are Android and iOS apps for it that I’m a big 
fan of. I don’t have an iOS device, so I can’t really 
test it out, but Amaroq is supposed to be a good 
one. Tusky for Android is one that I personally 
contributed to – making it look prettier. There’s also 
the Japanese company Pixiv [based in Shibuya-ku, 
Tokyo], which has recently created [its] own app 
for Mastodon called Pawoo. Unfortunately, it’s not 
compatible with my device.

We must admit we struggled to get on board with 
it quickly. Partly that’s because when you go to 
the site (https://mastodon.social), you’re having to 
make a choice over what instance to join.
Yes, we had the mastodon.social as the �agship 
instance for registrations at the very start. The 
problem with that is not just [extending] beyond 
50,000 users. I only have a few really small servers 
running the whole thing. The problem is more than 
that; it’s ideological. We don’t really want everybody 
to go on the one single server, because that kind of 
defeats the purpose and while closing registrations 
[on mastodon.social] has probably been confusing 
for new people, it’s had an enormous effect on 
federation itself. It’s caused about 1,000 instances 

One thing you can’t fail to notice when scrolling the 
federated timeline on Mastodon is the number of 
Japanese speakers (and their love of manga). The 
growth and spread of Mastodon is a fascinating 
investigation into how new ideas spread on the 
internet, but aside from Rochko’s connections with 
many artists, it’s unclear how Pixiv, a company 
in Shibuya-ku, Tokyo decided to adopt Mastodon 
as its social media platform. Pixiv currently runs 
the largest Mastodon instance in the world for its 
Pawoo.net community of artists. Pawoo.net is the 
Japanese equivalent of DeviantArt and users tend 
to use Mastodon to share their illustrations and 
novels. The instance currently has 146,000 users 
and released its own Android app at the end of 
April. Pixiv is currently working on an iOS app.

The Japanese effect

Left Mastodon has a growing Japanese 
following , which is mostly down to a 
large instance managed by Pixiv for the 
Pawoo.net community, the Japanese 
equivalent of  the popular artists and art 
enthusiasts site, DeviantArt

Above Mastodon caused a stir in the 
Japanese mainstream media and even 
gained coverage in the Asahi Shimbun 
daily newspaper which has a circulation of 
almost 7.9  million  readers

Kazuhiro Taira, Asahi https://twitter.com/kaztaira
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to spring up and people to be spread out between 
them rather than be centred on mastodon.social – 
and that’s a good thing, so I don’t feel too bad about 
closing down registrations.

Did you expect Mastodon to blow up to that 
extent? Quite so rapidly?
No, I did not. Truth be told, I’ve been working hard on 
making it happen. In the previous months, starting 
from about October, I’d been writing articles all the 
time about why a federated approach was better 
than centralised. Writing why Mastodon was better 
than Twitter, telling people about it, saying one day 
they are going to push a feature that you don’t like 
and then you’ll need an alternative. Now here it is.

When did you start working on the project?
It started around April of last year, but it was that 
API only prototype that I talked about. I was still 
studying at university. After I was done with the API, 
I had an exam session so I stopped working and 
after I graduated, I decided to go back to see what 
else I could do. I have lots of artist friends that do 
art for crowdfunded payback and I decided to see if 
this model would work for me as well [...] That’s how 
the Patroen thing started.

That seems to have built up to a good amount of 
cash. We appreciate you’ve not seen it yet, but it’s 

enough for you to work on the project full-time.
A few days more! Yeah, you also have to consider 
that it’s not just a wage. It has to cover not only my 
living expenses but the hosting expenses as well. 
I need to have more staff, more personnel working 
on the project, full- or part-time. For example, 
recently we’ve had a project manager to handle the 
coordination between developers, contributors and 
the community. I obviously can’t handle everything. 
My time gets thinned out by different things.

Yes, I was looking at the level of commits on the 
project in the last month and it’s shot up, hasn’t 
it? So the workload has grown massively?
Yes, people donate their work in terms of pull 
requests, but the funny thing is that by donating 
their work, they are creating more work from having 
to review that work. [Laughs.]

What features are you working on currently?
We working on some privacy-related things and 
protocol related. There is a push for a new protocol 
to replace the one we’re using, called OStatus. It is 
from 2010 and it’s missing some things. Mastodon 
has to innovate on the top of it with some other 
post-status platforms in the process just to be able 
to have more features. The newer protocol is the 
one that everyone apparently uses and it’s called 
ActivityPub (http://w3c.github.io/activitypub ). 

Have a #woollyweek
As mentioned in the interview, 
jumping onto Mastodon isn’t as 
seamless as it could be, as you need 
to decide what instance to join. Check 
out the full list of instances here: 
http://bit.ly/MastodonList . At the time 
of writing, Rochko’s �agship instance, 
https://mastodon.social , was open 
again for new registrations. Once 
registered, it’s worthwhile spending 
time on a 500-character introductory 
post and tagging it with #introduction. 

Currently, the easiest way to 
kickstart your account is to use 
Mastodon Bridge (http://bit.ly/
MastodonBridge ), where you can log 
in via Twitter and Mastodon to see 
which people you follow are also on 
Mastodon. But we’ve also found the 
local and federated timelines easy 
enough to �nd people to follow.

There is a way to cross-post 
to Twitter and Mastodon, using a 

Above Rochko is a fan of TweetDeck and used its column-
based interface as inspiration for Mastodon’s UI

Above Mastodon is non-commercial and funded 
by donations, but artists have donated their  fan 
work and Mastodon plans to sell merchandise, 
like these stickers. If you’d like to donate , go to 
www.patreon.com/user?u=619786

Above Mastodon’s  error page has a wry dig at Twitter

Python 3 script called MastodonToTwitter 
(http://bit.ly/MastodonToTwitter ). This 
does involve joining dev.twitter.com, as 
you need a consumer key and access 
token, and creating an app. However, 
many people are trying a #woollyweek 
where they go cold turkey and drop 
Twitter entirely. ht
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There’s a big push for Mastodon to adopt it and we’re 
working on that right now.

Other privacy-related stuff involve making sure 
people can mute conversations they don’t like. We’re 
also working on organisational issues, in terms of 
how releases are made; how they are tested; how the 
contributors are organised and how the roadmap is 
communicated – exactly what we’re talking about 
right now. The plan is to basically have a roadmap 
about every three months in terms of what we want 
to do in the next three months and when that time 
ends, come up with a new map.

Have you got a sense of what feature request is the 
major one right now?
On the one hand, as I’ve mentioned, I’m a big fan of 
the Unix philosophy of doing one thing and doing 
it well, so I can’t think of any features that aren’t 
already a part of a feature we have. I don’t think 
there’s going to be any branching out into new areas.

There’s going to be improvements of the user 
experience, of the features we already have and 
expansions on those topics, but nothing entirely new.

People want to have the ability [...] to block 
entire domains through blacklisting […]. We’re 
actually working on a feature that allows us to �lter 
languages and add preferences for what languages 
you want to see on your timelines and what ones you 
want to �lter out.

Just as an example, if you never wanted to see the 
Japanese language (see The Japanese Effect, p12) 
because you can’t understand it, a domain block 
would allow you to that very easily. 

That’s interesting you say that, as we’ve noticed 
a lot of people asking for that – is there a big 
contingent of Japanese fans of the service?
Yes! It has absolutely exploded in Japan. The growth 
started with information security Twitter, then 
moved onto France and when it became popular in 
France, it started getting media attention, but in 
Japan it’s been even more crazy. It’s been picked 
up by Pixiv, sort of like DeviantArt, and they have 
their own instance and I think they have engineers 
working on Mastodon full-time. That’s incredible 
to hear about. They also have over 100,000 users 
on their instance and there [are] at least two more 
Japanese instances with more than 50,000 users 
each, so it’s absolutely huge in Japan in comparison 
with other instances.

Is there any sense that the growth is going to 
continue? Early on you were interviewed about 
gaining 40,000 users and today we were looking at 
the �gures and you’ve gone over half a million.
Yeah, it’s half a million. That’s amazing! I never 
thought that was possible. You’ll be surprised, but 
I don’t have as much data as you think I do. First 

of all, I don’t do tracking, even on my instance. No 
analytics, no anything. I’m limited by hardware-
related tracking, like how many HTTP requests I 
get; how many connections are open at any given 
moment. I don’t look at that data very often – I just 
focus on development.

Are you looking into an instance selection wizard?
Yes, we have that on our to-do list. It’s pretty 
important. Making a website for the project instead 
of having the [mastodon.social] instance as the 
front page that many come by. We want to have one 
place that presents the project as it is without being 
af�liated with any particular instance. This will let 
you choose from a list or from a selection wizard 
where you want to go. That’s in the works right now.

We’re quite fascinated to see how the different 
communities within the instances develop. 
It’s an interesting dynamic. Initially, I expected 
communities to form on instances like any other 
centralised network, like Twitter which is divided 
into different sub-groups based on interests, but 
they are less connected between each other than 
between their individual members. As it turns out 
[on Mastodon], people have created instances for 
particular communities and those communities are 
interconnected. That makes more sense than my 
initial assumption and it’s been interesting to watch.

By the time it’s taken us to transcribe this interview, 
Mastodon has jumped up by another 150,000 
users and now has 628,000 people spread across 
1,600 instances. To put this into perspective, 
Diaspora, the last great ‘decentralised hope’, has 
about 667,000 users after almost seven years. For 
a tutorial on how to set up your own Mastodon 
instance, see p36. 

Above Rather  than build  of�cial mobile apps for Mastodon, Rochko has encouraged the creation of 
third-party apps. The current favourites are Amaroq for iOS and Tusky for Android
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Jon Masters summarises the latest happenings in the kernel community 
as Linux 4.11 is released, and the merge window for 4.12 opens up

OPINION

Linus Torvalds announced Linux 4.11, 
noting that toward the end of the 
development cycle “things were pretty 

calm”. There had been a one-week delay (and an 
extra -rc8 beyond the common rc7) due to a few 
outstanding bugs, in particular related to NVMe 
(Non-Volatile Memory Express) storage devices, 
which are now common on contemporary Linux 
laptops. The 4.11 kernel includes many new features, 
as well as pre-enablement for work that will be 
completed in the ongoing 4.12 cycle. An example of 
the latter is support for Intel’s ‘la57’ (�ve-level 
paging) feature on some future CPUs that will allow 
for up to 56 bits of Virtual Address space (128 
pebibytes – a pebibyte is 2 50 bytes, a lot more RAM 
than most of us will see for many years to come). 
With the growth in non-volatile storage memory 
technologies that look like RAM (e.g. NV-DIMMs), 
a greater address space becomes very convenient.

Linux kernel 4.11 includes a number of cool 
features ‘under the hood’. One of those is a �x 
for the (very) long-standing ‘write hole’ in mdraid. 
This is where a power failure at exactly the wrong 
moment during a write operation could result in 
the striped RAID data and parity information for an 
array being out of sync and Linux not knowing which 
to rely upon if an array reconstruction were then 
performed. Hardware RAID arrays ‘solve’ this by 
having expensive battery-backed SRAMs and similar 
mechanisms to journal updates to the array and 
prevent a poorly timed power loss from destroying 
any state. Linux 4.11 can also address this by using a 
separate �ash device to store a journal.

Another new feature in 4.11 is the ‘statx’ system 
call. This is an extended form of the venerable ‘stat’ 
which dates back to the earliest days of Unix.
Back then, time on Unix was measured as it is 
today, in terms of seconds since the ‘epoch’ (Unix 
beginning of time): 1 January 1970. There were 
many fewer seconds to worry about in those days, 
but in the 21st century, we are concerned with the 
‘impending’ arrival of the year 2038, during which 
the traditional 32-bit Unix time over�ows and wraps 
to zero. While 2038 may seem like a long way away, 
it is somewhat closer by the day, and practically 

tomorrow for those calculating long-term mortgage 
rates or other longer-term calendar events. So it is 
perhaps unsurprising that a multi-year effort has 
been underway to �nally ‘solve’ the 2038 problem, 
and adding a new 64-bit clean version of the older 
‘stat’ is a part of the solution.

Incidentally, the Unix time epoch being 1 January 
1970 is why your Linux machine might report that 
date if its RTC (real-time clock) battery is removed 
or the date stored is somehow corrupted during 
a power event. Many other systems in the world 
have epochs. The PC RTC stores time in terms of 
seconds since 1952, 1980 or 2000, depending upon 
con�guration. The Iridium satellite constellation had 
an epoch wrap a few years ago which required users 
to manually update their handsets. And this author 
admits he used to remember a former girlfriend’s 
birthday since she shared it with the GPS epoch 
(the trick is to never, ever, tell them that’s how you 
remember their birthday).

Summit happening
Various CFPs (Calls for Papers) have gone out 
concerning the Open Source Summit Europe, which 
will be held between 23-25 October in Prague, and 
will be colocated with this year’s Kernel Summit. The 
latter is an invite-only event, but it has some overlap 
with the broader Open Source Summit (which used 
to be known as ‘LinuxCon’). As a consequence 
of the sheer number of developers expected to 
attend, various side conferences and events are 
being organised. These include the KVM Forum, 
and the RT (Real Time) Summit, as well as many 
more. If you attend one conference this year, Open 
Source Summit is not a bad choice. And if you miss 
the European event, Open Source Summit North 
America is in Los Angeles the month before, and is 
colocated with the Linux Plumbers Conference 2017.

It was fun to see Andre Przywara (ARM) posting 
about cross-compilers. There used to be (well) 
maintained cross-compilers (GCC and friends built 
for x86 but generating binaries for other targets, 
such as ARM, MIPS, PowerPC, etc) available from 
https://kernel.org , which were very popular among 
embedded developers (including Raspberry Pi 

Jon Masters
is a Linux-kernel hacker who has 
been working on Linux for more 
than 22 years, since he �rst 
attended university at the age 
of 13. Jon lives in Cambridge, 
Massachusetts, and works for 
a large enterprise Linux vendor, 
where he is driving the creation 
of standards for energy ef�cient 
ARM-powered servers.

The kernel column



users). These toolchains are in fact still used, but 
they are now very long in the tooth. Andre was 
planning to revive them properly.

Linux 4.12 merge window
With the release of 4.11 �nal came the opening of 
the ‘merge window’ for Linux 4.12. This is the frantic 
period of about two weeks during which very large 
numbers of (potentially destabilising) patches are 
posted for Linus to pull into his kernel tree. Most 
of these (should) have been tested in Stephen 
Rothwell’s daily ‘linux-next’ kernel during the 
previous (4.11) kernel cycle and so are baked enough 
that they can be hardened with �xes during the two 
months that follow the closure of the merge window. 
In fact, this time around, Stephen was kind enough 
in one case to give Linus a heads-up about a ‘large 
new drm driver’ (direct rendering manager, otherwise 
known as hardware-assisted rendering). If you’re 
interested in seeing what will be in Linux 4.13, do 
take a look at the ‘linux-next’ kernel docs.

The 4.12 kernel so far will at least include the 
removal of the deprecated ‘AVR32’ architecture; 
new randomisation of the location of UEFI Runtime 
Services (which might expose random �rmware 
bugs on some systems); and a new ‘corrected 
Errors collector’ RAS feature (reliability, availability, 
serviceability) which keeps track of memory errors 
that were silently corrected by hardware (on non-
consumer server and workstation grade machines, 
with ECC RAM) and of�ines bad regions of memory 
if they have persistent errors. There’s also new 
support for USB 3.0 debug cables which allow 
developers to reliably get at early console messages, 
even on modern machines without traditional serial 
ports; Bluetooth support for Intel’s ‘Edison’ IoT 
development platform; new optimised gettimeofday 
support for Microsoft HyperV (as used in Microsoft 
Azure) via a new vDSO TSC page; more enablement 
of KVM hypervisor support for RaspberryPi 3; and 
much more besides. It’s already shaping up to be a 
larger kernel cycle.

Ongoing development
The present focus in Linux kernel development does 
seem to be on VM scalability, interesting hardware 
accelerator work (including use of FPGAs as we 
described in last month’s issue – let us know if you’d 

like a detailed FPGA piece), and lots of re�nements. 
In that vein, it was not surprising to see Laurent 
Dufour’s ‘speculative page faults’ work. This builds 
upon work done by a few others and seeks to allow 
the kernel to handle a ‘page fault’ – the faulting 
back in from swap or �les on disk of data that is 
temporarily not present in physical memory due to 
resource constraints or for performance reasons 
– in a lockless way by �rst attempting to handle 
the fault directly and falling back to the old model 
if locking is required due to other simultaneous 
users of the backing virtual memory area (VMA). It 
was also unsurprising to see VM work related to the 
Intel �ve-level paging feature mentioned earlier, and 
so on.

Ongoing �lesystem work currently includes 
an effort by Serge E Hallyn to implement ‘v3 
namespaced �le capabilities’ that allow for true 
�lesystem ‘capabilities’ in a safe fashion from 
within containers. Traditional �le capabilities are 
used to allow binaries (such as ‘ping’) to be tagged 
with special abilities (to open raw sockets, in the 
case of ping) without making them run with full root 
privileges. But allowing regular �le capabilities in 
containers is inherently unsafe: a user could use 
them to create a �le with more capabilities than 
they have outside the container and share it with 
the external environment. Serge’s work adds a 
layer of translation that will aim to safely prevent 
capabilities from leaking outside of the container.

Finally this month, Yann E Morin recently 
relinquished ownership of kcon�g, the tooling used 
to handle kernel con�guration (it’s the thing that 
generates those .con�g  �les using Kcon�g directives 
in kernel source directories).

If you’re looking for a challenge, a fabulous 
opportunity awaits! 
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Paul O’Brien reveals the joy of live Linux distributions and how 
they can provide the ability to boot a Linux environment directly 

from a disc or USB stick for many different uses
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A
 great feature of Linux is the 
ability to run the operating 
system without making 
modi�cations to the main drive 

on your machine, courtesy of live-boot 
distros. For users who are exploring Linux for 
the �rst time, this makes the platform 
incredibly accessible. Being able to write an 
Ubuntu image, for example, to a USB stick 
and try the system out on your own hardware 
is very powerful as it enables a user to both 
get a feel for the OS and ensure hardware 
compatibility in advance – you simply can’t 
do the same with Windows or Mac OS X.

Although live distros originated for this 
purpose, a large number of images are now 
available that use this functionality for 
different purposes such as system recovery 
and maintenance, security testing, privacy 
protection and much more.

Most Linux distributions (distros) have 
come on in leaps and bounds in recent 
years and are generally very stable OSes 
for general use. In reality, most of us will 

agree that using a Linux distro as your main 
platform, while not going overboard on the 
modi�cations, will mean you're no more 
likely to get into trouble than you are on 
Windows. Even so, it’s still possible to get 
into situations where you need to do some 
repairs and the ability to boot a recovery 
distro is invaluable, and it's very useful if 
you need to �x someone else’s Windows 
machine. Accidentally deleted �les are 
another great example of the value of the 
concept. The �rst rule of �le recovery is to 
not use the disk where the �les previously 
resided, but if the disk in question also 
contains your OS, this can be a tricky 
problem and is something that live-boot 
distros help overcome.

The privacy aspect of live-boot distros 
is becoming more and more appreciated. 
If you are using a machine that isn’t your 
own, it’s very dif�cult to ensure that none 
of your private data is saved locally, even if 
you only use incognito windows and are very 
careful – you can never be sure whether 

a covert keylogger or similar is installed. 
Carrying around a USB stick with a ready-
to-go bootable distro means you can run the 
system independent of any host OS and be 
aware of exactly what you are running.

Although live-boot distros don’t save 
anything to the main drive on the host 
machine, this doesn’t mean that you have 
to throw away any data that you’ve created 
each time you boot. If booting from a USB 
stick (the preferred method as more new 
devices ship without DVD drives), a portion 
of the available space can be partitioned for 
persistent storage. As with a local drive, this 
partition can be strongly encrypted such 
that should your USB stick fall into the wrong 
hands, the data will be unrecoverable.

One point to note when running a distro in 
this way is that performance is limited by the 
speed of your USB port or USB stick. Try to 
use USB 3.0 compatible ports where possible 
(the age of the machine permitting) and if 
buying a drive speci�cally for this purpose, 
look for the best price vs speed option.
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Feature Total Distro Toolkit: Portables

We’ll kick off this feature with a selection of some of 
the best lightweight, general-purpose live-booters. 
First, we have Porteus (www.porteus.org ) a Slackware-
based Linux OS optimised to run from CD, USB �ash 
drive, hard drive or other bootable storage media. 
It’s designed to be small and it’s incredibly fast. This 
is achieved by storing the distro in XZM �les, which 
decompress very quickly. As such it’s under 300MB, 
allowing you to start up and get online as quickly as 
possible (typically in under 25 seconds). Porteus comes 
in both 32- and 64-bit versions and aims to keep on the 
bleeding edge. It also supports several languages.

Porteus  
Porteus started life as a bleeding-edge version of Slax, 
a small and fast Linux OS based around a modular 
approach. Slax, and by association Porteus, provides 
a wide collection of pre-installed software for daily 
use. Instead of using a package manager, adding new 
features to Porteus is as simple as clicking on a module, 
which then injects the required �les straight into the 
�lesystem. Double-click the module again to remove it. 
Both operations take only a few seconds and help avoid 
having huge numbers of unused �les within the distro.

Porteus previously provided a custom ISO online build 
tool, but this has now been replaced with a standard 
distribution, offering Cinnamon, KDE4, LXQt, MATE or 
Xfce desktop environments with saved changes (or 
use ‘always fresh’ to discard changes on shutdown), 
simple installers for Linux and Windows if desired, a 
‘Porteus Settings Centre’ for central management of 
updating, installing, managing settings, viewing system 
information, and much more.

Netrunner 
Netrunner (www.netrunner.com ) is a Debian-based 
Linux OS that targets netbooks, desktops and ARM-
based microcomputers. It uses the Plasma desktop 
environment and other KDE software for an ultra-
modern look and feel and is available in two �avours: the 
‘Desktop’ build for netbooks and desktop computers, 
which ships with a complete set of software installed for 
daily use; and a ‘Core’ build, which enables you to build 
up your own system or run it on low-spec hardware.

Netrunner is an open source project that bene�ts 
from a commercial backer, sponsoring development of 
the KDE Plasma core. Plasma features contributed and 
released early on in Netrunner include: the simplemenu 
launcher; task manager with expanding icons; desktop 
workspace (icons on a clean desktop, no overlays); hot-
spot ‘Show Desktop’ in lower right corner; auto-started 
Kwallet; simpli�ed system settings; Firefox-ESR and 
Thunderbird with Plasma Integration and the uni�ed look 
for KDE and non-KDE-apps via GTK-Con�guration.

Netrunner is a good-looking distro, even on less 
powerful machines, shipping with several window 
and desktop themes to choose from, so you can start 
customising right away. The distro uses the Aurorae 3 
engine of KWin, which allows blur and transparency even 
on low-end hardware.

BunsenLabs  
BunsenLabs (http://bunsenlabs.org ) is another Debian-
based distro offering a lightweight desktop environment, 
this time based on Openbox. Previously known as 
CrunchBang Linux, the current release of BunsenLabs is 
Hydrogen1, based on Debian Jessie.

BunsenLabs stays completely true to a Debian core, 
such that the distro completely consists of con�guration 

What are Porteus 
cheatcodes?
After you’ve created your Porteus disc or USB 
stick, you’ll �nd a /boot/docs/cheatcodes.txt  �le 
detailing the Porteus ‘cheatcodes’. These are used 
to affect the booting process of Porteus. You can 
use them to disable desired kinds of hardware 
detection, start Porteus from a speci�c location, 
load additional modules, and much more.

To use the codes, reboot your computer and wait 
several seconds until the graphical Porteus logo 
appears with a boot menu. Choose your desired 
menu entry and hit Tab, which will allow you to edit 
the command line. Add your desired boot argument 
to affect booting the way you like. These cheatcodes 
can also be added to the APPEND line of your  
/boot/syslinux/porteus.cfg  entries (or other 
bootloader con�g �les) to apply them automatically 
on every boot.

For example, the changes=/path/  cheatcode tells 
Porteus to use a device (or a �le or directory) other 
than your memory for storing changes. You could 
format your disk partition /dev/sdb2  with some 
Linux �lesystem (eg XFS), then use changes= 
/dev/sdb2  to store all changes to that partition. 
This way you won’t lose your changes after reboot. 
The changes-ro cheatcode tells Porteus to keep 
your change area read only – ideal for use after 
you’ve got your system set up as you like it.

TOP TIP
Debian-based 
distro Netrunner 
has its own 
backports 
channels 
based on 
Debian’s Tested 
repositories, 
allowing you 
to either stay 
on the install 
channels or 
activate the CI 
repos to receive 
continuously 
tested updates.

Above Porteus uses the KDE desktop, which gives it 
a contemporary graphical feel. You'll also notice that 
applications are easy to �nd and use
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GTK2/3 themes, wallpapers and conky con�gurations.
Conky is a lightweight system monitor for X that shows 
any kind of information on your desktop. It can display 
more than 300 built-in objects, such as a huge variety of 
OS stats and mail via its built-in POP3/IMAP support, as 
either text or graph widgets using Lua-based extensibility 
features. A large community discussing Conky 
customisation can be found on the BunsenLabs site.

While BunsenLabs uses a lightweight environment, it’s 
not light on features. As well as custom con�guration and 
application utilities to maintain the system, extra desktop, 
multimedia and hardware-related packages come pre-
installed to offer a fuller ‘out-of-the-box’ experience.

AntiX  
AntiX (http://antix.mepis.org ) is a fast, lightweight and 
easy-to-install systemd-free Linux distro based on 
Debian Stable. The stated goal of antiX is to provide a 
light, but fully functional and �exible free OS for both new 
and experienced users of Linux. AntiX should run on most 
hardware, with a minimum of 256MB RAM. The installer 
needs at least 2.7GB of available storage, but antiX can 
also be used directly without installation as a live distro.

The current release of antiX is ‘Berta Cáceres’ and 
comes as a 695MB full distro, a 510MB base distro and 
a 190MB ‘core-libre’ distro, all for both 32-bit and 64-bit 
computers. If you wish to have total control over the 
install, use the antiX-core and build up from there. Note 
however that core-libre doesn’t ship with any window 
managers at all, nor wireless support of any sort, so you 
really are starting from scratch!

So what do you get with a full antiX install? You get a 
4.4.10 kernel, LibreOf�ce, Firefox, Claws-mail, spacefm, 
Wicd for network management and iceWM as the default 
window manager. IceWM is unique in that it is particularly 
keyboard friendly and despite being exceptionally light, it 
still supports multiple workspace and simple themes.

If iceWM isn’t for you, a special edition of antiX is 
available called ‘the MX edition’ – this uses Xfce for its 
desktop environment, which is just that little bit more 
fully featured.

and resource packages installed on top of Debian 
and there are no changes to the way the underlying 
Debian base system is administered. The system is 
precon�gured with the Openbox window manager, 
together with the tint2 panel and conky system monitor. 
This is complemented by an assortment of harmonising 

How to diagnose boot 
issues with Porteus
Porteus’s cheatcodes can be used to persist 
storage and change a number of settings in your 
installation. This functionality becomes particularly 
useful if you end up with a non-booting system.

As well as removing the option to use your saved 
storage, the base_only cheatcode prevents the 
system from loading any modules at startup other 
than the ‘base’ modules included with the default 
ISO. This is useful in debugging to see if problems 
you are having are associated with some module 
you’ve added to the system.

�š��cliexec=my_script  allows you to run a script 
before the graphical interface is loaded. 
�š��debug will start the shell several times during the 
boot to perform debugging actions. 
�š��from=/dev/device  loads Porteus from the 
speci�ed device, folder or ISO. 
�š��fsck  runs a �lesystem check.

TOP TIP
Looking for a 
great themed 
wallpaper for 
your BunsenLabs 
install? Head 
on over to the 
dedicated 
BunsenLabs 
DeviantArt  page 
here: http://
bunsenlabs.
deviantart.com

Above BunsenLabs’ dark theme together with Conky’s 
lightweight system monitor makes the community 
organised Crunchbang successor feel unique

Above AntiX’s iceWM 
doesn’t quite have 

the polish of modern 
window managers, 

but it does offer 
great performance

Above Cheatcodes provide great �exibility when 
booting Porteus – use base_only to load only the 
base set of modules
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Qubes OS
Looking for a security- and privacy-aligned version 
of Linux? There are a number of excellent distros to 
choose from and we’ve included how to get a JonDo/
Tor-Secure-Live-DVD ISO up and running (see, right), but 
let’s start with the modest Qubes OS. Despite a tag-line 
of ‘A reasonably secure operating system’, the Qubes OS 
homepage (https://www.qubes-os.org ) proudly includes 
a tweet from none other than Edward Snowden, stating: 
“If you’re serious about security, @QubesOS is the best 
OS available today. It’s what I use, and free.” High praise 
indeed and it doesn’t stop there – quotes are included 
from other in�uential privacy advocates as well as a 
number of big-name publications such as The Economist, 
which states: “For those willing to put in the effort, Qubes 
is more secure than almost any other operating system 

available today.” So what is it? Well, Qubes takes a 
different approach to many other Linux distros, by using 
an technique called ‘security by compartmentalisation’, 
which allows you to arrange the various parts of 
your digital life into securely isolated compartments 
called ‘qubes’.

This approach allows you to keep the different things 
you do on your computer isolated from each other so that 
one qube getting compromised won’t affect your whole 
system. You might have one qube for visiting untrusted 
websites, such as your social media destinations, and 
a completely different qube for a secure task such as 
online banking. If your untrusted browsing qube gets 
compromised by an infected website, your online banking 
activities won’t be at risk. If you’re concerned about 
malicious email attachments, Qubes can make it so 
that every attachment gets opened in its own single-
use disposable qube. In this way, Qubes allows you to 
do everything on your same physical computer without 
having to worry about a single compromised activity 
affecting all of your digital life.

You might expect that compartmentalising in this way 
would severely compromise the user experience, but 
happily that is not the case with Qubes OS. Programs are 
isolated in their own separate qube windows, but they 
are all displayed in a single, uni�ed desktop environment 
with unforgeable coloured window borders so that 
you can easily identify windows with different security 
levels. Common attack vectors like network cards and 
USB controllers are isolated in their own hardware 
qubes while functionality is preserved through secure 
networking, �rewalls and USB device management.

Integrated �le and clipboard copy-and-paste 
operations make it easy to work across various qubes 
without compromising security. A built-in template 
system separates software installation from software 
use, allowing qubes to share a root �lesystem without 
sacri�cing security.

Unlike some of the distros we’ve mentioned in this 
feature, Qubes is not designed for old or low-end 
hardware. To run Qubes effectively, you’ll need at least 
4GB of RAM, preferably with support for VT-x and VT-d. 
Ideally you should go ‘all in’ with Qubes and not multi-
boot with another OS, for security reasons. 

One thing we haven’t covered is which Linux distro is 
Qubes based on. That’s because within Qubes’ templating 
system, you can run a selection, including Fedora, 
Debian, Arch Linux, Ubuntu and Whonix (see, left) as well 
as a number of tailored pen-testing distros.

One of the best aspects of Qubes is its extensive 
documentation. At the of�cial Qubes website you’ll �nd 
extensive FAQs and guides for both users and developers, 
as well as video tours, screenshots and a great getting 
started guide.

The Qubes download page lists both full install 
(recommended) and live USB versions of the OS. The live 
version is of�cially out of support (and as such sitting 
at version 3.1 rather than the latest version 3.2), but it 
remains useful as a way to sample the OS, even if a full 
install is recommended for maximum security.

Above Qubes OS provides an incredible level of security 
via its use of compartmentalisation, yet it is still 
accessible and genuinely usable every day

What is Whonix?
Based on Debian, Whonix is an OS designed for 
advanced security and privacy that runs directly 
within Qubes. It addresses potential attacks while 
still maintaining system usability with pre-installed, 
precon�gured apps. Whonix makes online anonymity 
possible via fail-safe, automatic and desktop-wide 
use of the Tor network. The OS provides a TwoVM split 
security architecture with isolated ‘Whonix-Gateway’ 
(ProxyVM) for total Tor traf�c routing and ‘Whonix-
Workstation’ (AppVM) for user desktop apps, which 
serves as a tailored OS environment for Tor-based 
privacy/anonymity. Within Qubes, you can even create 
multiple ProxyVM and AppVM instances to keep your 
digital work and personal lives separate.

TOP TIP
When trying 
out security 
and privacy 
distributions, 
consider whether 
the tools and 
techniques are 
also portable for 
your everyday use. 
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Download, con�gure and use 
JonDo/Tor-Secure-Live-DVD

01 Download the ISO
The JonDo/Tor-Secure-Live-DVD ISO 

can be downloaded from http://bit.ly/JonDo . 
The release itself is about 1.2GB in size, and 
includes a SHA256 hash on the site. You 
should verify this before installing to ensure 
that the �le hasn’t been tampered with (this 
is good practice, but particularly important 
with security-related distros!). Doing so is as 
simple as using the sha256sum command, 
followed by the �lename. If the checksum 
doesn’t match, don’t use the image! An 
OpenPGP signature is also available on the 
page for additional security.

04 Launch applications
The bottom bar is set to auto-hide, 

so if you’re looking for where to launch 
additional applications from other than those 
on the desktop, that’s where you’ll �nd them. 
In the Internet section shown here, you’ll 
�nd clients for all major services, as well as 
the Wireshark tool should you wish to sniff 
your network connection to be absolutely 
sure what information is going out from your 
machine. The Settings section contains 
additional secure con�guration options such 
as DNScrypt and encryption settings.

02 Select �rewall mode
Upon booting the ISO, you’ll �rst 

be asked to select a �rewall mode. Three 
options are available: the ‘Simple Firewall’ 
blocks all inbound connections but allows 
all outbound ones. All installed applications 
will be able to connect to the internet. The 
second option is for a ‘Restricted Firewall 
– Tor Only’; in this mode, a Tor daemon 
is automatically started if a network 
connection is being attempted. Local apps 
will only be able to connect if using Tor. The 
third option uses the same approach, but 
restricts to JonDo connections.

05 Use JonDo proxy
The main JonDo app on the desktop 

manages the JAP/JonDo proxy tool on your 
system. If you have a premium code for the 
JonDo service, you can enter it here (free 
premium test codes are also available from 
the anonymous-proxy-servers site). Using 
the JonDo proxy provides a signi�cant 
speed boost over the TOR option. Also on 
the desktop you’ll �nd a link to JonDoFox – 
a pro�le for the Firefox browser optimised for 
anonymous, secure web sur�ng. By default 
JonDoFox uses restrictive settings.

03 Set a password
As this is your �rst run, you’ll be 

prompted to set an administrator password 
at this time. There are a few things to note 
here – �rst is that the password will not 
persist between sessions. Second is that 
if you do not choose to set a password, 
then you won’t be able to use sudo to get 
administrative access until you reboot. 
Although this will limit your ability to 
change system settings, it may also make 
your system less prone to attack via 
administrative privileges.

06 Use Tor instead
If you prefer to use Tor, the Vidalia 

Tor GUI is pre-installed and on the desktop. 
Vidalia allows you to start, stop or view the 
status of your Tor proxy; view, �lter or search 
log messages; monitor bandwidth usage 
and con�gure your settings. Should you 
wish, you can also use Vidalia to contribute 
to the Tor network by setting up a Tor relay. 
A cool feature of Vidalia is its Tor network 
map which shows the geographic location of 
relays on the Tor network, as well as where 
the user’s application traf�c is going.
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JonDo
The JonDo/Tor secure live DVD (http://bit.ly/JonDo ) 
offers a secure, precon�gured environment for 
anonymous web sur�ng and other online activities based 
on Debian with Xfce.  

The live system contains proxy clients for 
JonDonym, Tor and the Mixmaster remailer. JonDoFox 
is precon�gured as the web browser for anonymous 
sur�ng, although TorBrowser is also installed. 
Thunderbird is used for email; Pidgin for anonymous 
instant messaging and chats. There’s also the Parole 
media player, MAT for cleaning documents, plus TorChat, 
LibreOf�ce, GIMP and a number of other useful tools.

At the heart of the distro (albeit optional) is 
‘JonDonym’. JonDonym servers are operated by 
independent entities committed to protecting your data. 
Because these operators are independent from each 
other, no single organisation has complete information 
about you. Your anonymity is fully protected. When you 
surf the web, your requests travel across different relay 
points before serving the webpage. Each of JonDonym’s 
premium services (there is a cost associated) consists of 
several servers in several different countries.

Does this sound broadly similar to Tor? It is. However, 
JonDonym’s premium services are as fast as VPN 
services and the fastest web proxies, and up to a 
hundred times faster than comparable services like Tor.

The JonDo live DVD is very resource light – minimum 
specs call for a 486 processor, 1GB RAM, a 1,024×768 
screen and the ability to boot from CD/DVD or USB. 
After booting the live DVD, choose your preferred �rewall 
con�guration and you’re ready to go!

Kali Linux  
Kali Linux (www.kali.org ) is a live-boot distro funded 
and maintained by Offensive Security, a provider of 
information security training and penetration-testing 
services. The Debian-based distro is designed for digital 
forensics and penetration testing and supersedes 
Backtrack, a previous Knoppix-based distro developed 

and maintained by the same team. Kali uses the GNOME 
Window Manager (with alternate Xfce, MATE, LXDE etc 
versions also offered) and is available in ISO form as 32- 
and 64-bit images for both x86 and ARM in both weekly 
and less-regular stable versions.

Kali Linux is pre-installed with over 300 pen-testing 
programs and is a supported platform of the Metasploit 
Project’s Metasploit Framework, a tool for developing 
and executing security exploits. Like its predecessor, 
Kali contains a ‘forensic mode’ which ensures the system 
doesn’t touch the internal hard drive or swap space and 
auto mounting is disabled. The developers recommend 
that users test these features extensively before using 
Kali for real-world forensics, however.

Kali Linux is developed using a secure environment 
with only a small number of trusted people that are 
allowed to commit packages, with each package being 
signed by the developer. Kali also uses a custom-built 
kernel that is patched for injection. This was primarily 
added because the development team found they 
needed to do a lot of wireless assessments.

If you are looking for a distro to use for pen testing, Kali 
is a logical choice – it’s employed daily by thousands of 
users for this purpose and is also backed up by extensive 

Creative booters
As well as live-boot distros to cover operations 
such as system rescue, privacy and security, 
other distros are available to serve more creative 
purposes. An example of this is AV Linux, a 
Debian-based disto that includes a large collection 
of audio and video production software. It also 
includes a custom kernel with IRQ threading 
enabled for low-latency audio performance and 
the JACK audio connection kit. The hardware-
ef�cient Xfce4 desktop is in place to save your 
machine’s processing power for the tasks at hand. 
AV Linux’s goal is to bring together the raft of high-
quality, open source products in the media space 
to showcase exactly what’s available. 

TOP TIP
If you liked 
what you’ve 
experienced 
on JonDoLinux, 
JonDonym 
clients are 
available for 
other operating 
systems too, 
including 
Windows and 
Mac OS X.

Above Kali Linux has a large number of security tools 
built in, but they are all neatly organised by category, 
making a tester’s life easier

Above The Kali boot menu offers the ability to run in 
regular modes, forensic modes and with USB persistence
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machines, where partition management is traditionally 
very dif�cult.

GParted Live
Released on average bi-monthly, GParted Live is small 
at around 275MB, so will �t on any USB stick. With a UI 
that’s reminiscent of the Partition Magic application of 
old, GParted is powerful yet incredibly easy to use. It 
uses a model where you prepare all the operations on 
your disk, but they are only carried out when you hit the 
‘Apply’ button; so you get an ‘Undo’ option – invaluable 
when working with such a system-critical thing as disc 

documentation on the Kali site as well as training courses 
from the developers. The team are currently in the 
process of implementing ‘Recipes’, which will allow you to 
construct ISOs re�ned to serve a speci�c purpose.

We couldn’t cover live-booting distros without 
highlighting a selection of the superb number of back 
up, diagnostic, partitioning, rescue and repair tools that 
use live-booting technology. One of the most regularly 
used live-boot distros is the GParted ( http://gparted.
org/livecd.php ) live CD. GParted is particularly popular 
because it’s not just valuable to Linux users, but also a 
must-have for anyone who has to work with Windows 

TOP TIP
Many live-boot 
distros include 
a mechanism 
to enable you to 
build custom ISO 
images including 
and excluding 
features as they 
are needed.

1
Hard disk partitions
This area shows a proportional graphical representation 

of your disk. You can see partition sizes here and partition 
types in the area below.

2
Right-click menu
Right-clicking in either window opens a menu from where 

you can add, delete or resize/move partitions.

3
Choice of �lesystems
Partitions can be formatted also – note that GParted 

supports a huge number of different �lesystems, including 
Windows NTFS.

4
Made a mistake?
The Undo button lets you undo the last step or all steps – 

note that changes are not applied immediately in GParted.

5 Apply changes
When you are con�dent you are happy with your partition 

layout, you can hit the Apply button. After doing so, don’t 
interrupt operations!

6 Change disk
Use the indicator panel on the right-hand side of the 

panel to work with a different disk. The list can be reloaded 
from the GParted menu.

1
2

3

4 5 6

The GParted interface
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Use SystemRescueCD…

partitioning. GParted supports hard disk and �ash 
memory devices, as well as hardware and software RAID.

GParted live is based on Debian live, which means of 
course that as well as having the GParted application, 
you have a proper Linux distro (with terminal access via 
LXTerminal) allowing you to drop to the command line if 
needed to get serious with the system! 

On the GUI side, GParted Live includes the pcmanfm 
�le manager, Leafpad text editor, NetSurf for basic web 
browsing, GSmartControl for hard disk/SSD diagnosis, 
and the Calcoo scienti�c calculator (for working out 
those drive sizes and boundaries!). If you drop to the 
command line, you’ll �nd a host of utilities that allow 

you to achieve everything you can in the GUI; highlights 
include GRUB for repairing broken boot settings, nano 
and vi for text editing, mc for �le management, and the 
TestDisk data recovery tool.

It goes without saying that GParted should be used 
with care – there is a lot of scope for completely breaking 
your system and once you hit that ‘Apply’ button, there’s 
no going back!

Clonezilla Live
Clonezilla Live (http://clonezilla.org/clonezilla-live.php ) is 
a small bootable Linux distro for x86-based computers, 
also coming in at just over 275MB. The distro is derived 
from Clonezilla SE (Server Edition), which debuted 
in 2004 and focused primarily on deploying multiple 
machines simultaneously using a centralised server and 
a PXE network boot system.  

In order to provide a more general-purpose tool, 
Clonezilla combined with Debian Live to form Clonezilla 
Live, a live-boot distro that can be used to easily image 
and clone individual machines without the need for 
the centralised server. Clonezilla Live can be used to 
image or clone computers using a CD/DVD or USB �ash 
drive. Images can be created directly to or restored 
from attached physical media (e.g. a hard disk or USB 
stick) or alternatively via the network by using a network 
�lesystem such as SSHFS or Samba.

A key point to note about Clonezilla Live is that it 
doesn’t provide a rich GUI in the same way that GParted 
does – when you boot Clonezilla Live, you’ll notice that 
everything runs in text mode. This does mean that 
system compatibility is very extensive and the user 
interface itself is very intuitive. 

Fundamentally, Clonezilla runs in two modes – 
‘device-image’, which allows you to work with disks or 
partitions using images; or ‘device-device’, which is 

TOP TIP
If you have an 
Ubuntu install 
disk, this can 
also function as 
a rescue disc, 
as the GParted 
utility comes 
pre-installed.

01 Download and burn ISO
To get started with SystemRescueCD, 

download the ISO �le for your architecture. 
Generally speaking, you’ll need the x86 
edition that supports both 32- and 64-bit 
processors. Once the image is downloaded, 
check the checksum using the md5 
command. Next, either burn the image to a 
CD or use isohybrid  to convert to a bootable 
image and use dd to copy to the appropriate 
device using ������ �<�/�r�0�‰�ë�¢�7�0�Ù�R���]�ë�[���� �f�/�r�0
dev/sdx, where sdx is the USB stick. 

02 Boot it up
With the image ready to go, insert 

the SystemRescueCd disk or USB stick and 
boot your system. Press F2/F3/F4/F5/F6 and 
read the advanced boot instructions or press 
Enter  at the prompt to boot with the default 
options. There are two parts in the boot 
command – the boot-image and the boot-
options. For example, you may want to boot 
with rescue64 as boot-image and docache 
setkmap=uk as boot-options. Remember to 
use spaces between the options. 

03 Select boot image
There are four main boot images 

with SystemRescueCd: rescue32 is for 
32-bit systems, which is the default choice 
if your processor doesn’t support 64-bit 
instructions. If you have a 64-bit capable 
processor, use rescue64. There’s also 
an alternative kernel, altker32, for 32-bit 
systems; use this if you have problems with 
rescue32 or need a more recent kernel. 
Finally, altker64 is an alternative kernel for 
64-bit systems.

Above GParted runs with a graphical interface, but the 
advanced options will support even the oldest machines.
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system and data after a crash. It aims to provide an 
easy way to carry out admin tasks on your computer 
and, as such, comes with a lot of Linux system utilities 
such as GParted, FSArchiver, �lesystem tools and basic 
tools (editors, Midnight Commander, network tools). 
As with GParted Live, it can be used (and is useful!) for 
both Linux and Windows computers, on desktops as 
well as servers. SystemRescueCD is particularly well 
suited to Windows emergencies, as it includes ntfs-3g 
(third-generation NTFS driver) needed to support 
Windows partitions.

Although the rescue system requires no installation, 
it can be installed on the hard disk if you wish (and it 
can be kept there, effectively dormant, ready for use 
later). The kernel version used in the distro supports all 
important �le systems (ext3/ext4, XFS, Btrfs, ReiserFS, 
JFS, VFAT, NTFS) as well as network �lesystems such as 
Samba and NFS.

The Xfce desktop environment is included along with 
a basic web browser and a number of other tools. While 
this might seem strange on a rescue distro, the thinking 
behind it actually makes sense – while you’re recovering 
a broken system, there’s a pretty good chance you’ll 
need to refer to the internet for documentation or 
assistance, and providing network access and a browser 
makes this possible. That’s helpful!

Although the most common use of SystemRescueCD 
is on a desktop in interactive mode, like Clonezilla, it 
can be started across a network using PXE. This is 
invaluable if you happen to manage a server that is in 
a remote data centre and something has gone horribly 
wrong. There’s no need to be sitting in front of the 
physical machine: you can use a network boot server to 
get SystemRescueCD up and running on your instance. 
You can even generate a custom distro image to perform 
speci�c functions at startup.

for working directly from a disk or partition to another 
disk or partition. The former is more commonly used 
for backup and restore purposes, while the latter is 
ideal for scenarios such as replacing faulty hard disks 
or migrating from a hard disk to a larger disk or SSD. 
If selecting to work in ‘device-image’ mode, Clonezilla 
will provide the choice of using local storage or SSH/
Samba/NFS shares for image storage. If needed, you 
can also drop to the command line and perform manual 
operations – the advantage of having Debian Live 
underpinning the tool!

The latest version of Clonezilla adds WebDAV support 
for network image storage retrieval as well as encryption 
support – vital if you want your images to be secure.

SystemRescueCd
SystemRescueCd (www.system-rescue-cd.org ) is a 
Gentoo Linux-based system rescue disk available as 
a live-boot distro for administrating or repairing your 

TOP TIP
Most live-boot 
distros will 
come with 
a lightweight 
window manager 
installed, but 
they also allow 
you to switch 
based on your 
preference.

04 Choose boot options
The docache boot option copies the 

�les to RAMfs and permits the disc to be 
ejected. setkmap=xx sets the keyboard map 
keyboard, eg uk for British. root=/dev/idxn  
boots an existing Linux system. You can use 
ide=nodma or all-generic-ide  if the kernel 
boot process hangs on a driver-related to 
storage. Use doxdetect  or forcevesa  if you 
can’t get the graphical interface to work. 
acpi-off , noapic and irqpool  are useful if 
you have a problem when the kernel boots.

05 Mount partitions
From the console mode, you can 

mount partitions to troubleshoot an installed 
Linux or Windows system. You can mount 
Linux �lesystems (ext3, ext4, XFS, Btrfs, 
ReiserFS, Reiser4, JFS) and Windows FAT 
and NTFS. You can back up/restore data 
or OS �les. Midnight Commander (mc) can 
copy/move/delete/edit �les and directories. 
The SystemRescueCD has a list of the main 
system tools with documentation. Six virtual 
consoles are available; press Alt+F1  to F6.

06 Start graphical interface
If you want to use graphical tools, 

you can start the graphical environment by 
typing startx . The graphical environment 
allows you to work with the GParted partition 
manager and use graphical editors including 
Geany or gVim, or to browse the web and 
use terminals such as xfce-terminal. From 
both console and GUI modes, you can set 
up your network connection manually or by 
using the automated wizard ( net-setup  in 
console mode).

Above Clonezilla’s network support means images can be 
read from and saved to a huge variety of locations
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Feature Total Distro Toolkit

Zsh on GRML

Knoppix  
The grand-daddy of live-booting distros, Knoppix  
(http://bit.ly/KnoppixLive ) is an OS designed to be run 
directly from a CD/DVD or a USB �ash drive. There are 
two main Knoppix editions: the traditional CD edition 
that comes in at around 700MB, and the DVD ‘Maxi’ 
edition which is just under 4.7GB. Each main edition has 
two language-speci�c editions – English and German. 
Knoppix is based on Debian and uses the LXDE Window 
Manager. More than 1,000 software packages are 
included on the CD edition and more than 2,600 on the 
DVD edition, with highlights being OpenOf�ce, Chrome 
and Firefox, GIMP, Wine (for integration of Windows-
based programs) and a wide range of other packages 
from the Debian repositories. Up to 10GB can be stored 
on the DVD in compressed form.

Knoppix can, of course, be installed locally, but it 
also enables storage persistent storage via a �lesystem 
union model, previously UnionFS but now Aufs. The 
union mount allows virtual updates to the data on 
the read-only CD/DVD media (or USB stick partition) 
by storing changes on separate writable media (or 
a separate partition) and then representing the 
combination of the two as single storage device. 

A special version of Knoppix is available known as 
ADRIANE (Audio Desktop Reference Implementation And 
Networking Environment). This includes a talking menu 
system, so it can be used entirely without a monitor, 
making it ideal for blind or partially sighted users.

The latest versions of Knoppix include a tiny ‘boot 
only’ CD image inside the ‘Knoppix’ directory for 
computers that can only boot from CD, but not from DVD 
or USB �ash drive. The images initiate the boot process, 
which then proceeds with an attached USB stick or USB 
hard disk.

Grml  
Long overdue an update but still frequently used, Grml 
(https://grml.org ) is a Debian-based OS designed to 
run mainly from a live CD, but can be made to run from 
a USB �ash drive. Grml is designed to be well suited for 
sysadmins and other users of text tools, but does include 
X Window and a few minimalist window managers, such 
as wmii, Fluxbox, and Openbox to use the graphical 
programs such as Firefox included in the distro.

Grml provides several utilities to make life easier: 
�š��grml-x  is a wrapper for con�guring and using the X 
window system. grml2usb is a tool for installing a Grml 
ISO on a USB device for booting. 
�š��grml-crypt  provides an easy wrapper around 
cryptsetup, mkfs, losetup and mount. 
�š��grml-live  is a build framework based on FAI (Fully 
Automatic Installation) for generating a Grml and Debian-
based Linux live system (CD/ISO). 
�š��grml-tips  provides useful tips and tricks for daily life on 
the command line!

Is Grml dead? The project team insist not. While the 
last general release was 2014.11, up-to-date versions are 
available via a daily automated build system. The big hold-
up for a new release has been systemd integration, but 
it’s now progressing. Updates are few and far between, 
but the team have posted in 2017… so �ngers crossed! 

TOP TIP
Running a distro 
with a union-
based mount 
means that 
you can always 
ensure its up to 
date, just as you 
do on your main 
machine.

01 Use Z shell
One of the key features of Grml is 

Zsh (Z shell), the default interactive shell 
when using the distribution. If you are a 
seasoned Bash user, don’t be concerned – 
99% of what you know about Bash works 
the same way in Zsh. There are some great 
additional features, though. How about Tab 
completion on cd? What a time-saver!

02 Type partial commands
You probably already use Ctrl+R  to 

do a recursive search of your history in Bash. 
This is a great way to reuse commands, but 
Zsh is even smarter. You can type part of a 
command, then press the up arrow to �nd 
the last command that started with the 
character you typed, also continuing back in 
the history with further presses if required.

03 Use its killer features
If you’ve used the kill  command, 

you’ll know that generally speaking you’ll 
use ps to �nd the right item �rst. Once again 
the Tab key makes this much smarter when 
using Zsh – type kill  followed by a letter 
to search for and you’ll see a navigable list 
of processes! These are just a few of the 
powerful Zsh features.

Above Knoppix is one of the oldest live-boot distros in 
town, but is still relevant, useful and effective today
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Tutorial

Grab eyeballs by streaming multimedia-rich custom 
messages across multiple screens

Set up an open source 
digital display system

Concerto

Resources
Concerto

www.concerto-
signage.org

Mayank 
Sharma 

is an expert tech 
journalist specialising 

in Linux and open 
source and a former 

contributing editor of 
Linux.com.

There’s no better way to get your message out to an 
audience than by using a digital display. Whether 
you want to display menu boards at restaurants 
or schedules at a conference, a digital signboard 
will get your message across conveniently. Thanks 
to the dipping prices of �at-panel monitors, a digital 
display is cheaper than traditional signage and offers 
several bene�ts. You can use it to display multiple 
bits of real-time information and it can be easily 
reprogrammed to show a different set of information at 
the touch of a button.

Concerto is an open source piece of software that 
is designed to manage content on digital signboards 
and broadcast it to multiple displays from a web-
based interface.

The software can display multiple types of content, 
including static images, text, videos and RSS feeds. 
You can con�gure Concerto to show different bits of 
information on each display. To top it all, Concerto 
can display content on any device that features a web 
browser, which means that you can turn any monitor, 
tablet or even a smartphone into a digital signboard!

The Concerto content server requires a web server 
that’s capable of serving Ruby on Rails applications, as 
well as a MySQL database for storing the data to display 
and information about the various display screens. 
You don’t need to pre-install these since Concerto will 
fetch them during installation.

Before you install Concerto, assign 
a static IP address to the machine 
that you’ll use to serve content and 
manage the displays. The easiest 
way to do this is via your router’s 
administration page. Most routers 
will identify an Ubuntu installation 
via the MAC address of its Ethernet 
or wireless network card and allow 
you to lock it down to a �xed IP 
address. The exact procedure to 
accomplish this varies from router 
to router. For this tutorial, let’s 
assume the machine has the IP 
address 192.168.1.2.

Once you’ve set up a static IP 
address for the server, it’s time to 

install Concerto. There are a couple of different ways of 
installing the software. The most convenient is to install 
the Concerto package on a DEB-based distribution such 
as Debian or Ubuntu. First, add Concerto’s repository 
using curl get.concerto-signage.org/add_repo.sh 
| sh . When the script has refreshed your repositories, 
install Concerto with sudo apt install concerto-
full ; that will pull in all the required dependencies. After 
all the packages have been downloaded and installed, 
Concerto will set up each and every component. During 
this process it will prompt you to set the password for the 
app to register with the MySQL server. 

Preparing your Concerto setup
At the end of the installation, the Concerto package will 
place a Concerto site con�guration �le in /etc/apache2/
sites-available/concerto , along with the appropriate 
Concerto virtual host con�guration. This �le points to the 
directory that includes all the Concerto code, which by 
default is  /usr/share/concerto .

Before bringing up the Concerto installation, disable 
the default virtual host con�guration with sudo 
a2dissite 000-default . Enable the Concerto virtual 
host with sudo a2ensite concerto  and then restart the 
Apache web server to bring the new con�guration into 
effect with sudo apache2ctl restart .

Now �re up a browser on any computer on the network 
and in the address �eld, enter the IP address of the 
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Concerto installation, which in our case is 192.168.1.2. 
Since this is a new installation, you’ll be directed to the 
�rst run wizard, where you’ll have to register a new admin 
user for managing the installation. You can add more 
users from within the Concerto administration panel.

Your Concerto server is set up and ready to serve 
content to screens around the network. Log into the 
Concerto administration panel using the credentials of 
the user you’ve just created. This will take you to the 
Dashboard, from where you can create feeds, upload 
content and create different screens based on existing 
templates or your own. 

Create feeds
The �rst order of business is to create a feed. Think of 
feeds as containers into which users insert their content. 
Each feed is moderated by a group of privileged users 
who can approve and deny messages submitted to the 
feed. To create a feed, log into the Admin Panel, click on 
the 'Browse 'button under the Content section and click 
on the 'New Feed' button in the right.

In the page that opens, provide some basic details 
about the feed by giving it a name and a brief description. 
You can also assign a feed to a particular group of 
Concerto users. Next, you’ll have to pick the type of 
content that’ll be allowed inside the stream. Currently, 
Concerto supports seven types of content. When you’re 
done, click on the 'Create Feed' button to save the feed. 
Once a feed has been created, you can add content to it. 
To review a feed, click on the Browse button, which will 
display all feeds. Click on the name of a particular feed to 
view its active contents. You can also edit or delete a feed 
from this screen. 

Once a feed has been created, you can upload content 
and associate it with the feeds. To this end, click on the 
'Add' button under the Content section in the top �eld 
of Concerto’s admin interface. This takes you to a page 
with multiple tabs where each tab represents a type of 
content supported by Concerto, such as graphics, plain 
text, video, calendar and so on.

The different tabs enable you to upload and customise 
the different types of supported content. For example, 
from the Video tab you can display either a self-hosted 
video or fetch one from popular video sharing websites 
such as YouTube, Vimeo and Daily Motion. Concerto will 
also show you a preview of the content after it’s been 
added. Once you have customised a type of content, 
you’ll have to give it a name and add details about its 
display date and duration. Remember that before you can 
view the content, you’ll have to add it to an existing feed. 
You can also add the same content to multiple feeds.

Arrange screens
The last order of business is to put the content-enriched 
feed onto a screen. A screen in Concerto-speak is a 
virtual arrangement of content. Screens are based on 
templates and you can use one of the seven that come 
with the default installation or create your own.

To place the elements on a new screen, click on the 
'Screens' button in the top bar and then press the 'New 

Screen' button. In the page that opens, enter details 
about the screen including its name, location where it 
will be displayed (such as the lobby, porch and suchlike), 
and the owner of the screen. When you’re done, select a 
template from the list of available templates and click on 
the 'Create Screen' button.

When you’ve created a screen, Concerto will give you 
an overview of the arrangement based on its template. 
From this screen you can get various details about the 
screen such as its display location, as well as its current 
status. The 'Edit Screen' button takes you back to the 
previous screen, from where you can change its settings. 
The 'Delete Screen' button is used to zap it out of 
existence, so don’t do this right now.

You can now associate the added content to the screen 
by assigning feeds to the various �elds. Hover over a 

�eld inside a screen to view its settings and click on the 
Manage button next to the content you wish to add. Then, 
click on the ‘Add a New Feed’ button to pick a feed you’ve 
created earlier. You can add multiple feeds for each �eld 
and Concerto will cycle through the content of the feeds.

To preview a screen, click on the Screens button at the 
top, which lists all con�gured screens. Pick any screen 
from the list and use the 'Preview Screen' button to see 
how it’s going to appear to your audience. That’s all there 
is to it. Each screen has a unique ID and you can use this 
to beam the screens to displays across your network. To 
display a screen, run a fullscreen browser session with 
the ID of the screen on a remote machine in the network, 
such as http://192.168.1.2/frontend/2.

    A digital display can be 
easily reprogrammed to 
display a different set of 
information at the touch 
of a button 

Above  You can also use the customisable Concerto Player live CD to dis play 
your screens on remote machines

  Power a 
signboard 
with a Pi
The tiny Raspberry 
Pi is a wonderful 
option to display 
content streamed 
by the Concerto 
server. You also 
don’t need to tinker 
with it too much. 
Just follow the 
instructions in the 
�rst reply in this 
thread ( http://
bit.ly/concertopi ) 
at the Raspberry 
Pi forums. Then 
connect a display 
to the Pi via the 
HDMI port and 
hook it up to your 
network, either via 
the Ethernet port 
or a supported 
USB Wi-Fi adaptor 
(if needed), and 
start beaming 
your adverts.
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Tutorial

When shell scripting, it’s handy to perform an action on 
a list of items. We can do this using a for  loop:

  for VARIABLE_NAME in ITEM_1 … ITEM_N
  do
      command 1
      …
      command N
  done

ITEM_1 … ITEM_N is a space-separated list of items. The 
commands between do and done are executed for  each 
item. The �rst item in the list is assigned to the variable, 
then the code block is executed. The next list item is then 
assigned to the variable and the commands are executed 
again, and so on until we reach the end of the list. Here’s 
an example script which shows how a for  loop works. 
To run this, save it as, say, colours.sh , make it executable 
with chmod +x colours.sh  , and then run it with ./
colours.sh . 

  #!/bin/bash
  for COLOUR in red green blue
  do
      echo "COLOUR: $COLOUR"
  done
  COLOUR: red
  COLOUR: green
  COLOUR: blue

We have three items in our list. For the �rst iteration, 
red is assigned to the variable $COLOUR and is printed on 
screen, preceded by the word COLOUR , using the echo 
command. The same thing happens for the values green 
and then blue  and then the script completes.

It’s also common practice for the list of items to be 
stored in a variable, as in this example:

Tutorial

Spruce up your scripts with loops, positional variables and 
user input in our quick guide

Shell scripting tips

Shell scripting

Jason 
Cannon 

started his career 
as a Unix and Linux 
system engineer in 

1999. Since then he’s 
used his skills at such 

companies as Xerox, 
UPS, Hewlett-Packard 

and Amazon.

  #!/bin/bash
  COLOURS="red green blue"
  
  for COLOUR in $COLOURS
  do
      echo "COLOUR: $COLOUR"
  done

The result is exactly as before. We access the contents of 
a variable using a $ followed by the variable’s name. The 
next script renames all �les with the extension .jpg by 
inserting today’s date before the original �lename:

  #!/bin/bash
  PICTURES=$(ls *jpg)
  DATE=$(date +%F)
  
  for PICTURE in $PICTURES
  do
      echo "Renaming ${PICTURE} to ${DATE}
${PICTURE}"
      mv ${PICTURE} ${DATE}-${PICTURE}
  done

We use a $ and ()  to store the output of the ls  and date 
commands in the variables $PICTURES and $DATE. The 
%F speci�er is used to get the date in year-month-day 
format. We use {}  to encapsulate our variables so that we 
don’t insert rogue spaces or trip over special characters.
If this script is named rename-pics.sh  and we run it in a 
directory that also contains the three images bear.jpg ,  
man.jpg  and pig.jpg , we see the following:

  $ ./rename-pics.sh
  Renaming bear.jpg to 2017-05-01-bear.jpg
  Renaming man.jpg to 2017-05-01-man.jpg
  Renaming pig.jpg to 2017-05-01-pig.jpg

Positional parameters
Positional parameters are variables that contain the 
contents of the command line. For example, if we execute 
a script with some extra arguments:

  $ script.sh parameter1 parameter2 parameter3

…the variables $0 through $9 take on these values:

$0 "script.sh"
$1 "parameter 1"  
$2 "parameter 2" 
$3 "parameter 3" 

  Belt and 
braces
If we don’t 
encapsulate the 
variable name in 
curly braces, e.g. 
if we were to use 
$USER.tar.gz in our 
archive_user.sh   
script, then the 
interpreter treats 
the extra letters as 
part of the variable 
name. Since a 
variable with that 
name does not 
exist, nothing is put 
in its place and the 
tar  command fails.

Right Having an 
editor that does 

syntax highlighting 
makes writing 
scripts much 

easier to follow
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The �rst variable $0 takes on the name of the script itself, 
and each subsequent variable takes on each argument 
passed to the script. This script called archive_user.sh  
accepts a parameter which happens to be a username:

  #!/bin/bash
  
  echo "Executing script: $0"
  echo "Archiving user: $1"
  
  # Lock the account
  passwd -l $1
  
  # Create an archive of the home directory.
  tar cf /archives/${1}.tar.gz /home/${1}

Anything that follows a # is a comment, with the 
exception of the shebang #!  on the �rst line, which says 
that this script should be run by the Bash interpreter. 
Comments are ignored by the interpreter as they’re only 
for the bene�t of us humans.

Instead of referring to $1 throughout this script, let’s 
assign its value to a more meaningful variable name. In 
this version of the script, we use the variable name USER. 
The output of the script remains the same.

  #!/bin/bash
 �� �½�©�-�¡�r�W�à�� �)� � �¶�7��� � �Ù�Œ�–�¢�� �‰�ë�Œ�ë�[� ��¢���Œ���<�–�� �¢�7��� � �ª�–���Œ�*
  
  echo "Executing script: $0"
  echo "Archiving user: $USER"
  
  # Lock the account
  passwd -l $USER
  
  # Create an archive of the home directory.
  tar cf /archives/${USER}.tar.gz /home/${USER}

You can access all the positional parameters starting at 
$1 until the very last one on the command line by using 
the special variable $@. Here’s how to update the script to 
accept one or more parameters:

  #!/bin/bash
  
  echo "Executing script: $0"
  for USER in $@
  do
      echo "Archiving user: $USER"
      # Lock the account
      passwd -l $USER
      # Create an archive of the home
directory.
      tar cf /archives/${USER}.tar.gz 
home/${USER}
  done

Now you can pass in multiple users to the script and the 
for  loop will execute for each user that you supplied on 
the command line. 

Accepting user input
If you want to accept standard input (stdin), use the 
read command. Remember that standard input typically 
comes from a person typing at the keyboard, but it can 
also come from other sources such as the output of a 
command in a command pipeline. The format is:

  read -p "PROMPT" VARIABLE

The -p  option makes the command display a prompt, 
speci�ed immediately after, and the input is stored in the 
variable name speci�ed. This version of our script asks 
for the user account to archive:

  #!/bin/bash
  
  read -p "Enter a user name: " USER
  echo "Archiving user: $USER"
  
  # Lock the account
  passwd -l $USER
  
  # Create an archive of the home directory.
  tar cf /archives/${USER}.tar.gz /home/${USER}

In this example, we run the script and type in the 
username mitch :

  $ ./archive_user.sh
  Enter a user name: mitch
  Archiving user: mitch
  passwd: password expiry information changed.
  tar: Removing leading \̀’ from member names

This tutorial is an excerpt from Udemy’s Shell Scripting 
Succinctly course. The rest of the course covers Exit 
Statuses and Return Codes, Functions, Wildcards, Case 
Statements, Logging, While Loops and Debugging. The 
course includes some excellent real-world scripts, such 
as the one pictured for generating random passwords, so 
check out our exclusive reader offer! 

 Learn and save with Udemy
If you’ve enjoyed this small taste of the Shell Scripting Succinctly Udem y course, you can 
gain unrestricted access to the full course at http://udemy.com  with an exclusive Linux 
User & Developer reader discount. You’ll discover a full working knowle dge of using the 
standard sysadmin terminal tools, setting up a test machine, Linux �le pe rmissions, 
standard text editors, manipulating �les, using network transfe rs, controlling processes 
and much more. Get the discount, start learning! Visit http://bit.ly/SHELLSCRIPT10  to 
enrol in the course at a discounted price of £15 (92% off)! Click the 'Buy Now' but ton and 
sign up for an account on Udemy. Once signed up for an account, you will be asked to 
con�rm your purchase. The discounted course price of £10 will be applied au tomatically 
with the above provided link. Input your credit card information and clic k on ‘Pay now’. 
You’ve successfully enrolled for the course! Enjoy a lifetime of access o n the go. 

Udemy was founded in 2010 with the aim of improving lives 
through learning. Udemy is a global marketplace for learning 
and teaching online, where more than 15 million students learn 
from a library of 45,000 courses taught by expert instructors.



Tutorial

01 Create a user and install Docker
Get started by connecting to your server via 

SSH and adding a user. Call it mastodon with adduser 
mastodon. The user will need root privileges; once these 
are given, you can switch to mastodon with usermod -aG 
sudo mastodon su - mastodon.

Next, it’s time to install Docker. Begin by updating 
the package database, then install repository 
management tools.

  sudo apt-get update
  sudo apt-get install apt-transport-https
softwareproperties-common

You’ll need a GPG key for the of�cial Docker repo:

  sudo apt-key adv --keyserver hkp://p80.
pool.sks-keyservers.net:80 -recv-keys
58118E89F3A912897C070ADBF76221572C52609D
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Avoid all that harassment or offensive content on Twitter by setting up an 
open and decentralised social network on your own server

Resources
Ubuntu Server 

16.04 x64

Domain name 
and admin 

access – this 
should already 

be pointing to the 
server’s IP address

Free account from 
www.mailgun.com

Twitter, the home of microblogging, has problems. 
In short, people just cannot help sharing offensive 
comments and material. It’s a home for cyberbullies, 
not to mention terrorist sympathisers. The idea behind 
Twitter is great; the problem is moderation. So wouldn’t it 
be great if Twitter could be moderated in a more effective 
way? Based on GNU Social, Mastodon offers a possible 
solution: community-based moderation. 

To achieve this, Mastodon – a microblogging service 
like Twitter, but with a 500-character limit – runs on 
your own server, or ‘instance’. The result is a local 
social network that can be administered with its own 
rules and account privileges. Posts can be shared to 
other (or all) instances, or kept local. Individual users, 
meanwhile, can specify privacy settings for each post 
that they make. There’s even a ‘content warning’ feature 
to alert users to NSFW, spoilers and other sensitive 
material. Anyone interested in joining Mastodon, can 
visit https://instances.mastodon.xyz  to �nd a list of 
instances to sign up to. Meanwhile, if you want to run 
your own instance of Mastodon on your server, you can 
set it up right now, using Docker.

Christian 
Cawley 

is a former IT and 
software support 

engineer and since 2010 
has provided advice and 
inspiration to computer 
and mobile users online 

and in print. He covers 
the Raspberry Pi 

and Linux at  
http://makeuseof.com .

Mastodon

Join the rise of Mastodon and run 
your own microblogging instance

Above Mastodon enables you to run a social network 
with protections against bullying and NSFW content
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03 Install Mastodon
With everything prepared, it’s time to install 

Mastodon itself. Switch into the mastodon subdirectory 
under home with cd /home/mastodon. Clone mastodon.
git into the /home/mastodon  directory with:

  git clone https://github.com/tootsuite/
mastodon.git
  cd mastodon

Here, make a copy of the production environment 
sample �le:

  cp .env.production.sample .env.production

This can be edited later, once a trio of secret keys have 
been created. To do this, you should �rst build the Docker 
image with docker-compose build . This can take a 
while to complete, but once the image is built, the secret 
keys can be created. Do this by running the following 
command three times, and making a note of each 
generated key. These are long strings, so temporarily 
pasting into a text editor might be a good idea.

  docker-compose run --rm web rake secret

With the three keys safe, open the copy of the production 
environment �le with nano .env.production .

Find PAPERCLIP_SECRET, SECRET_KEY_BASE and  
OTP_SECRET and paste one of the keys against each 
in turn. The order doesn’t matter; they just need to 
be different.

04 Set up a Mailgun account
To enable sign-ups to your Mastodon instance, 

you’ll need a Mailgun account. This enables your 
instance to issue up to 10,000 emails per month for free, 
if you input credit card details. Required for sign-up 
con�rmation, those emails are pretty vital!

Leaving the SSH window open for a moment,  
switch to your computer’s browser and head to   
https://app.mailgun.com/new/signu p. From here, 
follow the steps to create a new account, and use the 
domain veri�cation process to ensure the domain is 
listed as active.

Now visit https://app.mailgun.com/app/domains , click 
the domain you’re using for the instance, and identify the 
Default SMTP Login and Default Password. Copy these 

With this set, add the Docker repo to APT sources:

  sudo apt-add-repository ‘deb https://apt.
dockerproject.org/repo ubuntu-xenial main’

Now run an update again. We need to install Docker from 
the repo for this project, rather than the default Ubuntu 
16.04 repo, so set this policy: sudo apt-cache policy 
docker-engine . 

You now have everything you need to run Docker 
installed. Move on, this time installing Docker itself with 
sudo apt-get install -y docker-engine . This will 
take a few moments to complete, and the process should 
automatically run its own daemon, with the process set 
to start when the server boots. You can check that it’s 
running with sudo systemctl status docker . 

02 Con�gure Docker Compose
Rather than bother inputting sudo with each 

and every Docker command in this Mastodon setup, 
it’s simpler to add the mastodon user account to the 
new Docker group with sudo usermod -aG docker 
$(whoami). Now exit the SSH session, then log back in.

Docker Compose – a tool for running multi-container 
Docker applications – now needs to be installed. Head 
to http://bit.ly/DockerCompose  to check the latest 
release number; substitute it for the version number in 
this command:

  sudo curl -o /usr/local/bin/docker-compose
-L "https://github.com/docker/compose/releases/
download/1.12.0/docker-compose-$(uname -s)-
$(uname -m)"

Make it executable:

  sudo chmod +x /usr/local/bin/docker-compose

Verify the installation has worked by checking the 
installed version with docker-compose -v. If everything 
has worked as intended, you’ll see the version number. 
This should read:

  version [version-number] build [build number]

The version number should match the one you input.

  Social 
networking 
safety with 
Mastodon
Social networks 
should be better at 
protecting users. 
Microblogging 
should be about 
discussion and 
debate, not 
cyberbullying 
and offensive, 
NSFW images. 
This is Mastodon’s 
strength: creating 
an online space 
where posters 
can manage their 
posts’ visibility 
and readers 
can screen out 
offensive content. 
While it currently 
seems unlikely that 
it will overcome 
Twitter, we can 
at least hope 
that Mastodon’s 
approach will be 
adopted by other 
social networks.

 Wouldn’t it be great 
if social networks could 
be moderated in a more 
effective way?  
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into the  .env.production  �le in your SSH session, as 
values for SMTP_LOGIN and SMTP_FROM_ADDRESS.

Next, change the SMTP_FROM_ADDRESS, so that it 
reads something along the lines of �-�]�f�¢�<�Ù���ë�¢�<�f�]�–�­
domain.name". Also, look for LOCAL_DOMAIN and change 
this to match the domain name that you’re using to point 
at the server.

Finally, click Ctrl+X  to save the �le and exit, tapping Y 
to con�rm.

With the con�guration changed, you’ll need to rebuild 
Docker with docker-compose build . Next, enable 
migrations, and precompile assets:

  docker-compose run --rm web rails db:migrate
  docker-compose run --rm web rails
assets:precompile

Once that’s done, run the container with docker-compose 
up -d .

05 Set up NGINX
NGINX is used alongside Mastodon as a reverse 

proxy. To do this, it must be installed with the usual sudo 
apt-get install nginx  and then con�gured. Next, 
remove the default pro�le:

  sudo rm /etc/nginx/sites-available/default
  sudo rm /etc/nginx/sites-enabled/default

A new pro�le is required:

  sudo touch /etc/nginx/sites-available/mastodon

Enable this pro�le with a symbolic link:

  sudo ln -s /etc/nginx/sites-available/mastodon
/etc/nginx/sites-enabled/mastodon

Con�guring NGINX requires the copying of the con�g �le 
at http://bit.ly/NGINXcon�g  into the text editor.

  sudo nano /etc/nginx/sites-available/mastodon

In the �le, �nd each instance of example.com and replace 
it with the name of your own domain, without the ‘www’. 
This includes changing the �–�–�R�1�����Œ�¢�<�Ù���ë�¢�� lines. Again, 
hit Ctrl+X  to save and exit.

06 Get an SSL certi�cate
As an SSL certi�cate is required to keep things 

secure, you’ll need to install the certbot PPA:

  sudo add-apt-repository ppa:certbot/certbot
  sudo apt-get update

With that done, install certbot itself with sudo apt-get 
install certbot .

To generate the SSL certi�cates for your Mastodon 
instance, you’ll need to temporarily stop NGINX.

  sudo systemctl stop nginx.service

Then, run the command to create a certi�cate, 
substituting your own domain name for example.com.

  sudo letsencrypt certonly --standalone -d
example.com

Several prompts will be displayed. Follow these 
instructions to complete the process. 

07 Get Mastodon running
You’re now ready to run Mastodon itself. Check 

you’re in the correct directory with pwd. You should be in 
/home/mastodon/mastodon . If not, cd into there, and 
then stop Docker.

  docker-compose down

Next, run the following one line at a time.

  docker-compose build
  docker-compose run --rm web rails
assets:precompile
  docker-compose run --rm web rails db:migrate
  docker-compose up -d

This should take a couple of minutes to complete. Once 
you’re done, bring NGINX back online.

  sudo systemctl restart nginx.service

If all of the above worked, you should be able to open a 
web browser on your PC and visit your new Mastodon 
instance, via HTTPS!
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mastodon:make_admin
USERNAME=yourusername

This will give you access to the various administrative 
tools that will let you manage the site. You’ll �nd these 
by signing into Mastodon, selecting Preferences > 
Administration. For instance, you’ll �nd a list of Accounts 
that have been set up (at this stage it will only list yours), 
as well as some statistics via Sidekiq. Meanwhile, the 
Site Settings page lets you specify contact information, a 
site title and description, and more.

If there is any problem with sending con�rmation 
emails, you can issue a manual command to con�rm a 
single account:

  docker-compose run --rm web rails
�[�ë�–�¢�f���f�]�#���f�]�Ù�Œ�[�1���[�ë�<�R���½�©�-�¡�1
�-�p���R�f�r���[�ë�<�R�­���Ç�ë�[�‰�R���*���f�[

Meanwhile, uncon�rmed users can be cleared in 
bulk with:

  docker-compose run --rm web rake
mastodon:users:clear

10 Troubleshooting
There is a manual method to install Mastodon, 

but it’s pretty buggy. We recommend using the Docker 
installation to gain familiarity with the process, as there 
are several potential ‘gotchas’ throughout. For example: if 
your domain host is slow to update DNS records to point 
at your Mastodon instance, then your entire project will 
be left hanging until the change is applied, which could 
take up to 48 hours. Another potential issue is a Let’s 
Encrypt error that can occur when restarting NGINX, 
which is resolved by generating a dhparam �le:

  sudo openssl dhparam -out /etc/ssl/certs/
dhparam.pem 2048

Missing stylesheets in Mastodon can be �xed by 
rerunning the Docker compose commands (see Step 7). 
Watch out for typos that can cause a con�g �le to fail 
or software to install incorrectly. And keep the manual 
install until you’re more familiar with Mastodon! 

08 Use Cron for scheduled tasks
Some tasks on Mastodon need to be automated. 

You can con�gure these with cronjobs. Begin by changing 
directory with cd /home/mastodon. Next, create a �le 
with the scheduled commands – nano mastodon_cron – 
and copy and paste the following into the �le:

  cd /home/mastodon/mastodon
  docker-compose run --rm web rake
mastodon:media:clear
  docker-compose run --rm web rake
mastodon:push:refresh
  docker-compose run --rm web rake
mastodon:push:clear
  docker-compose run --rm web rake
mastodon:feeds:clear

Hit Ctrl+X to exit, con�rming with Y, then enter:

  sudo chmod +x mastodon_cron && sudo crontab
-e

This opens the crontab �le. Scroll to the end, and insert:

  0 0 * * * /home/mastodon/mastodon_cron > 
/home/mastodon/mastodon_log

Again, Ctrl+X will exit. As the SSL certi�cate from Let’s 
Encrypt will expire after 90 days, you need to schedule 
a cron to auto-renew the certi�cate. This will happen 
periodically as a background task.

  sudo crontab -e

Scroll to the end of the �le and add this:

  0 1 * * 1 /usr/bin/letsencrypt renew >> 
/home/mastodon/letsencrypt.log
  5 1 * * 1 /bin/systemctl reload nginx

Press Ctrl+X to exit, tapping Y to con�rm. This instruction 
will renew a certi�cate over 60 days old on a Monday at 
1am, reloading NGINX �ve minutes later.

09 Administer mastodon & manage accounts
With Mastodon now running on the server and 

accessible via your browser, you’ll need to create an 
account. This will check if your Mailgun con�guration is 
correct – if not, follow Mailgun’s troubleshooting steps.

Next, you’ll need to make your account into an admin 
account. First, make sure you’re in the mastodon  
subdirectory with cd /home/mastodon/mastodon.

Then, elevate the intended account username.

  docker-compose run --rm web rails

  New to 
domain 
names?
If you’re registering 
a new domain, once 
you’ve settled on a 
name (our domain 
was disused), the 
next thing to do is 
�nd out where the 
DNS settings can 
be found. Changing 
these settings can be 
dif�cult, and typos 
will be punished. 
Just remember to 
make sure you know 
where the ‘Reset to 
Defaults’ button is 
before starting – and 
use it when you run 
into problems!
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The QML runtime environment provides an 
helpful way to create great-looking cross-
platform user interfaces

Qt5 development: 
Use QML to connect 
JavaScript and C++

Qt5 development

Tutorial �les 
available:
�lesilo.co.uk

Tam Hanna
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Bratislava-based 
consulting company 

Tamoggemon Holding 
k.s. The �rm’s focus 
is consulting in the 

development of 
interdisciplinary 

systems consisting 
of software, HID 

and hardware. 

Creating good-looking cross-platform user interface 
designs has always been a challenging task, but given 
that Nokia intended Qt to act as a cross-platform UI 
development toolkit for various consumer-oriented 
mobile devices, the ability to create svelte-looking user 
interfaces was paramount.  Since QtGUI wasn’t ideal for 
mobile apps, Nokia’s answer was QML. The principles 
behind it are simple: a JavaScript interpreter is tacked 
onto the user interface stack, permitting developers to 
reuse some or all of their knowledge when working on 
mobile apps for various platforms.

In addition, the Qt runtime is accelerated as it can 
make use of the browser’s rendering infrastructure 
already found on the mobile device. Controls are 
constructed by combining the various graphical 
primitives; the widget can then be used as a constituent 
for other user interfaces.

Changes in the ownership of Qt affected the QML 
roll-out process: in many cases, modules were not ready 
or shipped in marginal form. Fortunately, the last year 
has seen the stabilisation of the QML embedded runtime 
environment – it truly is the age of QML.

Alongside the framework, the QML Controls library 
was also �nalised. QML apps can now be created using a 
WYSIWYG editor similar to the one from traditional QtGUI.

In order to avoid problems, the following steps assume 
you’re working with the latest version of Qt Creator and 
have Qt 5.8 installed. When clicking the new project 
wizard, a dialog similar to that in Figure 1 will pop up.

Developers have the choice between three QML-
derived application skeletons. Qt Quick Application 
provides a basic QML-based app, while the two other 
templates – Qt Quick Controls 2 Application and Qt Quick 
Controls Application – use the control libraries. As we 
want to look at the basics of QML, we’ll create an app 
based on the Qt Quick Application template.

The following steps assume that the name of the 
application is QMLDemo1. The assistant will ask you 
which version of QML should be used. Select Qt 5.6, 
and leave the option for the creation of the .ui.qml-File  
selected. Next, select the kits which will be responsible 
for program execution. Finally, the overview dialog will be 
shown, after which the project structure will be created.

Let’s start by looking at QMLDemo1.pro – the structure 
of the �le is largely as expected. The main change is 

we’re now including two modules, and a resource �le in 
addition to the code �le containing the entry point:

  TEMPLATE = app
  QT += qml quick
  CONFIG += c++11
  SOURCES += main.cpp
  RESOURCES += qml.qrc

The �rst interesting change occurs in the main method. 
Instead of instantiating the normal QApplication class,  
we use QGuiApplication. Furthermore, it is provided with 
an instance of QqmlApplicationEngine, which its load  

Figure 1
Right  This wizard 

contains a 
variety of project 

skeletons for 
QML applications
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function is invoked in order to populate it with a QML �le:

  int main(int argc, char *argv[]) {
      QGuiApplication app(argc, argv);
      QQmlApplicationEngine engine;
      engine.load(QUrl(QStringLiteral("qrc:/main
qml")));
      return app.exec();
  }

The parsing of the QML �le is performed at runtime: this 
is important not only for technical reasons, but also due 
to the possibility that syntax errors might not be found 
by Qt Creator. With that, the C++ part is �nished: while 
QML can be integrated into C++, this story focuses on the 
JavaScript aspect.

Find the QML
QML �les are edited like any other code �le – WYSIWYG 
support is not provided. As the Controls library evolved, 
Qt Creator was expanded with a variety of features 
intended to provide graphical editing. As of this writing, 
the two editing modes are kept apart by the �lename: a 
.qml �le is intended for plaintext mode, while .ui.qml �les 
will be opened in the editor shown in Figure 2.

Click main.qml  to bring its code onto the screen. The 
�le starts out with a batch of import declarations:

  import QtQuick 2.6
  import QtQuick.Window 2.2

Imports inform the QML runtime about the libraries 
needed to populate the declarations found in the rest of 
the �le. After that, we �nd the declaration of the actual 
window object:

  Window {
      visible: true
      width: 640
      height: 480
      title: qsTr("Hello World")
      MainForm {
 � � � � � � � � � � � � � � � � � � �ë�]� ��7�f�Œ�–�*�Ù�R�R�#�� �‰�ë�Œ���]�¢
          mouseArea.onClicked: {
              console.log(qsTr('Clicked on
background. Text: "’ +textEdit.text + ‘"'))
          }
      }
  }

Experienced JavaScript programmers baulk at this 
syntax: it looks like JSON, but it's actually quite a 
different. The key difference is that attributes start 
out with a ': ' character, but usually get terminated by a 
linefeed – using a semicolon is not commonly done.

In addition to that, the values written into an attribute 
don’t necessarily have to be constants: in the case of our 
window, its title is populated from a qStr()  function.

The next interesting aspect involves the declaration 
of children: tack them into the main JSON body as 

if they were an attribute. In the case of our example 
program, this is the lot of the main form element: its child 
MouseArea is provided with an attribute of its own.

The next question involves the declaration of the main 
form �le. A .qml �le is not only a QML �le, but also a 
component which can be accessed via its �lename: in the 
case of our Mainform, the corresponding �lename could 
be MainForm.qml  or MainForm.ui.qml .

Know thy layout
By default, clicking a .ui.qml �le opens its contents in 
the editor shown in  Figure 2. Clicking the edit symbol in 
the command bar on the left-hand side of the Qt Creator 
window allows you to take a look at the code behind it.

Be aware that editing .ui.qml �les by hand is a stupid 
idea: it’s only a matter of time until the graphical editor 
will destroy your changes. If you have to do it for some 
reason, ensure the version control system has your back.

We must move on to a different topic. One of the 
most signi�cant strengths of QtGUI is the ability of user 
interfaces to adjust themselves: due to the underlying 
layout subsystem, widgets rearranged on the �y.

In QML, developers have to deal with two groups of 
layouts: a good way to keep them apart involves thinking 
of them as active and passive. Passive layouts, aka 
positioners, simply arrange their child elements on the 

screen. Active layouts – aka ‘layouts’ – differ in that their 
activity modi�es the size of their children.

To test out these features, we need to start out with 
an example widget. For this, we will create a little push 
button which changes its colour when clicked.

Figure 2

 QML �les are edited 
like any other code �le 
– WYSIWYG support is 
not provided 

Above  This editor looks intentionally similar to the one used in QtGUI

  Magic 
localisation
Qstr sends its 
parameter into 
the Qt localisation 
framework, 
replacing it with a 
translated version 
of itself. This 
complex-sounding 
system makes 
translating Qt 
applications easy: 
a program called Qt 
Lingust sniffs out 
strings found inside 
a qStr function and 
provides a central 
place where they 
can be translated. 
After that, 
developers simply 
load the resulting 
language �le to 
translate their 
application.



42

Tutorial

Return to editing mode, and click the ‘/’ below the 
�le qml.qrc. Select the 'Add New...' option to open the 
�le generation wizard. Found in the group Qt, the �le 
template we need is QML File (Qt Quick 2). Choose the 
name FutureToggle and click 'Next'. The project and its 
version control settings can be left alone – when done, a 
new �le will appear with the following content:

  import QtQuick 2.0
  Item {
  }
  
  Replace its content with the following, very
�J���ë�–�<���K� �p�f�� �Ù�R���#
  
  Rectangle {
     width: 300
      height: 300
      color: "steelblue"
          Text{
              text: "The Future is Now!"
              anchors.verticalCenter: parent
verticalCenter
              anchors.horizontalCenter:
parenthorizontalCenter
          }
  }

Rectangles are the bread and butter of QML: this 
function is best described by its name. We provide some 
attributes to describe its visual styling, and furthermore 
integrate a text element. As the text is intended to �oat 
in the middle of the element, we use its anchors to attach 
it – see Figure 3.

parent  provides direct access to the parent element: 
in the case of our text box, attaching it centrally to the 
parent – using Center – ensures that the text is always 
in the middle of the rectangle. With that done, return to 
Main.qml  and replace the MainForm:

  Window {
      . . .
      title: qsTr("Hello World")
     FutureToggle{}
  }

Qt5 development

This code provides an empty form containing one 
instance of the toggle. Creating colour-changing logic 
requires us to accomplish two changes: �rst of all, a way 
to store state is needed. Second, we also need to track 
incoming click events delivered to the QML runtime.

Statefulness is best accomplished by properties: they 
behave just like in any other programming language. 
QML supports a variety of data types – for more info, see 
http://doc.qt.io/qt-5/qtqml-typesystem-basictypes.html.

The second part involves the creation of a constructor, 
which requires a workaround: creating an event handler 
for the Component.onCompleted event. Task one is 
accomplished like this:

  Rectangle { . . .
      property bool isToggleActive
      Component.onCompleted:{
          console.log("Completed Running!");
          isToggleActive = false;
      }

Solving the second problem requires us to deploy a 
MouseArea control. It is problematic, as it only handles 
taps inside of its allocated size budget.

Developers might worry about how to do this: in many 
languages, a pixel can only be home to one element at a 
time. Fortunately, QML is free from this restriction:

  Rectangle {. . .
      Component.onCompleted:{. . .}
      MouseArea{
  � � � � � � � � � � � � � � � � �ë�]� ��7�f�Œ�–�*�Ù�R�R�#�� �‰�ë�Œ���]�¢
          onClicked: {
              isToggleActive=!isToggleActive;
              updateColors();
          }
      }
      Text{. . .

QML does not restrict developers to creating inline 
functions via attributes. One can also create a function 
to be shared across the entire �le – in the case of our 
program, it looks like this:

Right The lack of 
resizing control 

leads to odd 
display output

Figure 3

Figure 4

Above  Anchors are points where components can be 
‘docked’ to one another

  Self-
modifying 
code!
In theory, code 
provided to the 
QML runtime can 
also be obtained by 
the program during 
its execution: this 
is a nice way to 
create a self-
modifying binary, 
which gets around 
the various app 
stores’ compliance 
directives. Sadly, 
in practice, this is 
unlikely to work: 
most stores vet 
for this, banning 
accounts of 
developers 
who happen to 
misbehave.
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  Rectangle {
      function updateColors()
      {
          if(!isToggleActive){color=
"steelblue"}
          else {color="red"}
      }

With that done, run the program once again. The colour 
changes every time the element is clicked.

The next step involves creating multiple versions of 
our button. Start out by returning to Main.QML, and 
modifying it as following:

  Window {
      visible: true
      width: 800
      height: 700
      title: qsTr("Hello World")
      Grid
      {
  � � � � � � � � � � � � � � � � � � �ë�]� ��7�f�Œ�–�*�Ù�R�R�#�� �‰�ë�Œ���]�¢
           columns: 2
           rows: 2
           spacing: 10
           FutureToggle{}
           FutureToggle{}
           FutureToggle{}
  FutureToggle{}
      }
  }

A grid widget does what one would expect from its name: 
controls are arranged according to the size speci�ed by 
the column and row property. Simply providing children 
on a ‘one by one’ basis is but one way – a QML repeater 
control can also be used for advanced use of layouts.

Run the program and try to change the size of the 
window. Due to the ‘staticness’ of the positioner, it’s easy 
to create an ‘error display’ such as in Figure 4. This can 
be solved by replacing the positioner with a real layout. 
First, include the module containing the various layouts:

  import QtQuick.Layouts 1.1

Next, Grid  must be replaced with GridLayout . As this 
does not support the spacing attribute, this one must go:

  Window { . . .
      GridLayout
      {
  � � � � � � � � � � � � � � � � � � �ë�]� ��7�f�Œ�–�*�Ù�R�R�#�� �‰�ë�Œ���]�¢
           columns: 2
           rows: 2
           FutureToggle{}
           FutureToggle{}
           FutureToggle{}
           FutureToggle{}
      }
  }

Run the program again. Making the window larger now 
leads to adjustment of the design, as in Figure 5.

QML layouts need to be told about how their elements 
are to be resized. As a �rst experiment, set the �Ù�R�R�Õ�<���¢�7 
property on one of the elements to inform the layout 
engine it is allowed to change the size of this element:

      GridLayout{
  � � � � � � � � � � � � � � � � � � �ë�]� ��7�f�Œ�–�*�Ù�R�R�#�� �‰�ë�Œ���]�¢
           columns: 2
           rows: 2
  � � � � � � � � � � � � � � � � � � �E�ª�¢�ª�Œ���¶�f�0�0�R���6�f�ë�È�f�ª�¢�*�Ù�R�R�Õ�<���¢�7�#
true}
           FutureToggle{}
           FutureToggle{}
           FutureToggle{}
      }

Running the program once again leads to the results 
shown in Figure 6. Due to space constraints, we can not 
provide any further information – �nd out more by visiting 
http://doc.qt.io/qt-5/qtquick-usecase-layouts.html.

Writing JavaScript code for QML is quite an interesting 
experience: existing design knowledge can usually be 
transferred to the world of cross-platform apps. The 
true power of QML lies in its ability to integrate with the 
underlying C++ runtime. Business logic can be written 
in C++, while the presentation layer is handwritten 
JavaScript, as we’ll see in the next instalment. 

Left  Permitting 
modi�cation 
leads to a 
changed output

Above  Using GridLayout improves quality

Figure 5

Figure 6
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This is the second part in a series of Erlang tutorials 
that talks about OTP, the most important part of the 
Erlang programming language apart from the language 
itself. This tutorial will begin with the necessary theory 
in order to let you understand what �nite-state machines 
are and why they are so important that OTP has a 
dedicated behaviour for supporting them. Then, the 
Erlang way for supporting �nite-state machines, which 
is the gen_fsm behaviour and the gen_fsm module, will 
be explained in more detail before you start developing 
actual Erlang and OTP applications.

Next, the Erlang code of two handy and representative 
examples will be presented. The �rst one implements 
a �nite-state machine with only two states; the other 
example implements a �nite-state machine with three 
states, in order to let you understand how much the 
complexity of an Erlang program is affected when you 
have more states to process. This tutorial will also talk 
you about the Applications tab of the Observer graphical 
application that allows you to see the tree of the Erlang 
processes that run on your Linux system, which also 
reveals the relationships between them.

The next tutorial in the Erlang series will talk about the 
Mnesia database as well as the way Erlang deals with 
data records, which allow you to have data persistency. 

About finite-state machines
Every computer is a state machine: a device that stores 
the status of something at a given time and can operate 
according to its input to change the status and/or 
cause an action or output for any given modi�cation. A 
�nite-state machine is a state machine with a limited 
number of possible states and is also called a �nite-state 
automaton. There are two types of �nite-state machines: 
deterministic and nondeterministic. What differentiates 
a deterministic from a nondeterministic �nite-state 
machine is that on a nondeterministic machine, a 
given state can have more than one possible transition 
for the same input. Put simply, this means that on a 
nondeterministic machine, you cannot always predict the 
next state for a given input/event.

Figure 1 shows a simple �nite-state machine that is 
linear, which means that you should visit all of its states 
in order to get to the last one. Additionally, you can only 
get back to the �rst state from the last one in order to 
start over. Generally speaking, such �nite-state machines 
are pretty simple and easy to understand, but as you will 
see, most of the time things are not that straightforward! 
So, in this �nite-state machine you are obligated to visit 
states A, B and C in order to get to state D. Additionally, 
all states form a virtual circle.

A0

A1 A2
A3

A4 A5

A6

A7 A8
A9

A10 A11
A12
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Figure 2 shows a more complex example of a �nite-
state machine. The main difference between the �nite-
state machine shown in Figure 2 and the one in Figure 1 
is that the �nite-state machine of Figure 2 is not linear. 
This means that from state S2 you can go to state S4 or 
to state S6 or to state S1 or even stay at state S2! You are 
also allowed to skip some states if you give the correct 
input, which is the case with states S3, S2 and S6 where 
you can go directly from S3 to state S6 and completely 
bypass state S2 if you want.

Please bear in mind that �nite-state machines that 
model real-world problems tend to be complicated!

OTP and FSM
In this section, you are going to learn how OTP deals with 
�nite-state machines with the help of the necessary 
functions and behaviours. But �rst you will learn about 
the reason Erlang supports �nite-state machines: if you 
recall from the previous tutorials, Erlang was initially 
used for supporting telephony equipment and networks. 
The operation of such equipment is usually based on 
�nite-state machines. So, after the creators of Erlang 
decided that �nite-state machines were important, the 
choice to support them in OTP was easy.

The gen_fsm behaviour
This is the core of every Erlang program that implements 
a �nite-state machine using OTP. If you write the 

following code and save it as simple.erl  and then try to 
compile it, Erlang will print various warning messages 
that will reveal the functions that you need to implement 
for the gen_fsm behaviour:

  $ cat simple.erl
  -module(simple).
  -behaviour(gen_fsm).

  -export([]).
  $ erlc simple.erl
  �–�<�[�‰�R���*���Œ�R�#�á�#�� �Õ�ë�Œ�]�<�]�0�#�� �ª�]�����Ù�]������ ���ë�R�R���ë���O
function codechange/4 (behaviour ‘gen_fsm')
  �–�<�[�‰�R���*���Œ�R�#�á�#�� �Õ�ë�Œ�]�<�]�0�#�� �ª�]�����Ù�]������ ���ë�R�R���ë���O
function handle_event/3 (behaviour ‘gen_fsm')
  �–�<�[�‰�R���*���Œ�R�#�á�#�� �Õ�ë�Œ�]�<�]�0�#�� �ª�]�����Ù�]������ ���ë�R�R���ë���O
function handle_info/3 (behaviour ‘gen_fsm')
  �–�<�[�‰�R���*���Œ�R�#�á�#���Õ�ë�Œ�]�<�]�0�#���ª�]�����Ù�]���������ë�R�R���ë���O��
function handle_sync_event/4 (behaviour ‘gen_fsm')
  �–�<�[�‰�R���*���Œ�R�#�á�#�� �Õ�ë�Œ�]�<�]�0�#�� �ª�]�����Ù�]������ ���ë�R�R���ë���O
function init/1 (behaviour ‘gen_fsm')
  �–�<�[�‰�R���*���Œ�R�#�á�#�� �Õ�ë�Œ�]�<�]�0�#�� �ª�]�����Ù�]������ ���ë�R�R���ë���O
function terminate/3 (behaviour ‘gen_fsm')

So, in the Erlang code of your application you will need 
to implement the following functions:
�š code_change/4: This function is used for live code 
upgrades or downgrades. However, talking about this 
subject is beyond the scope of this tutorial.
�š��handle_event/3:  This function is for handling 
asynchronous events that are sent to gen_fsm.
�š��handle_info/3:  This allows the �nite-state machine 
to receive other messages than just events. However, 
the presented examples will only handle events, so the 
implementation of handle_info/3 will be minimalistic.
�š��handle_sync_event/4:  This function handles the 
events that are sent to the �nite-state machine 

Above A quite 
complex �nite-
state machine with 
many states that 
accepts many kinds 
of events, which 
in this case are 
natural numbers
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synchronously using the gen_fsm:sync_send_all_state_
event function.
�š��init/1:  This function is the entrance point to the 
�nite-state machine because this is where you de�ne the 
opening state of your machine.
�š��terminate/3:  This function is called for performing 
any cleanup operations that need to be done in your 
Erlang application.

While it looks like a lot of effort to implement all these 
functions, bear in mind that most of them have a 
standard implementation.

Although for the gen_server behaviour, which was 
presented in the tutorial of the previous issue, you 
needed to have two separate �les with Erlang code, this 
is not the case the gen_fsm, where the entire program 
can be in a single �le. This happens mainly because  
gen_fsm does not offer any high availability features, so 
there is no need for a separate supervisor process.

Please bear in mind that the gen_fsm module is not 
the most popular OTP module but when it �ts the needs 
of your application, it will save you lots of time because 
it can simplify the development of the desired task and 
make your Erlang code easier to read without adding 
unnecessary complexity to it.

An example with two states
Here we will present a small yet fully working example 
that uses a �nite-state machine with only two states, 

Erlang

which is not a very rare situation – imagine the light 
switches as well as the doors at your of�ce or at home.

Figure 3 shows a �nite-state machine with only two 
states, named yes and no, that will be used in the code 
example of this section. For each state, you will need to 
implement and export a separate function with the same 
name, which makes your code even easier to understand 
and maintain. The complete Erlang code of simple.erl  can 
be seen in Figure 4.

The execution of simple.erl must begin with the 
�–�<�[�‰�R���#�–�¢�ë�Œ�¢�1�R�<�]�O�:�; function:

  �á�t�� �6�f�O�$�� �ž�<���7�� �r�� �–�<�[�‰�R���#�–�¢�ë�Œ�¢�1�R�<�]�O�:�;�*
  �6�f�O�$�u�ß�*�æ�à�*�ß�t�7

The only thing that you should take care of is keeping the 
returned process ID in a separate variable in order to be 
able to use it afterwards to send the desired messages 
to the process. Now that you have the process ID of the 
preferred process saved in the �ž�<�� variable, you can start 
sending messages to it:

  �ä�t�� �f�O���r�� �0���]�1�/�–�[�#�–�È�]���1�–���]���1���Á���]�¢�:�ž�<���$�� �È���–�;�*
  Remaining in yes state!
  �f�O
  �æ�t�� �f�O���r�� �0���]�1�/�–�[�#�–�È�]���1�–���]���1���Á���]�¢�:�ž�<���$�� �]�f�;�*
  Going to no state!
  �f�O

As you can see, in order to send a message to the 
program, you will need to use a function provided by the 

  Why are �nite-state machines 
important in OTP?
First and foremost, �nite-state machines are important 
because they allow you to describe complex systems in a 
way that is easy to understand and implement – imagine 
having to describe what a �nite-state machine with ten 
nodes does using just words! Second, they are important 
because they are computable, which means that �nite-
state machines can be fully implemented as computer 
programs. Moreover, they also allow you to create parsers 
for grammars. Last, they can be used in network protocols 
that keep the state of a connection – TCP is such a protocol!

Generally speaking, �nite-state machines are used 
everywhere, especially in situations where you need to 
parse a message when it is received. So the next time 
you try to get a drink from a vending machine, feel free 
to assume that there might be a �nite-state machine 
somewhere inside that machine!

YES NO

Figure 3Right A simple 
�nite-state 

machine with just 
two states that are 

named YES and NO. 
The Erlang code of 
simple.erl is based 

on this �nite-
state machine

Across The Erlang 
code of simple.erl, 

where a �nite-state 
machine with two 

states, named yes 
and no, is de�ned 
and implemented 

using the gen_fsm 
behaviour

Figure 4
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gen_fsm module called gen_fsm:sync_send_event. Its 
�rst argument is the process ID of the process you want 
to pass the message to, whereas the second argument is 
the message/event itself.

For more examples of simple.erl  in action, you can look 
at Figure 5.

Explaining the Erlang code
The most important Erlang code of simple.erl has to 
do with the implementations of the  yes()  and no()  
functions, which are the two states of the �nite-state 
machine that is implemented. As the two functions are 
similar, only the  yes()  function will be explained here:

  �È���–�:�]�f�$�� �1�E�Œ�f�[�$�� �©�¢�ë�¢���'�ë�¢�ë�;�� �@�t
   �<�f�#�/�f�Œ�[�ë�¢�:�-�F�f�<�]�0�� �¢�f�� �]�f�� �–�¢�ë�¢���&�z�]�-�;�$
   �6�Œ���‰�R�È�$�� �f�O�$�� �]�f�$�� �©�¢�ë�¢���'�ë�¢�ë�7�/
  �È���–�:�1�-�Á���]�¢�$�� �1�E�Œ�f�[�$�� �©�¢�ë�¢���'�ë�¢�ë�;�� �@�t
   �<�f�#�/�f�Œ�[�ë�¢�:�-�¡���[�ë�<�]�<�]�0�� �<�]�� �È���–�� �–�¢�ë�¢���&�z�]�-�;�$
   �6�Œ���‰�R�È�$�� �f�O�$�� �È���–�$�� �©�¢�ë�¢���'�ë�¢�ë�7�*

The �rst branch of the  yes()  function allows it to process 
the no message in order to let the �nite-state machine 

change state. The second branch allows the yes()  
function to accept every other message while being in the 
yes state without changing the state of the �nite-state 
machine. The messages that are printed on the screen 
using the io:format()  function allow you to understand 
what is going on behind the scenes, but they are not 
compulsory. The return values of the two branches of 
the yes()  function are the most important part of the 
Erlang code because this is where you send the desired 
message to the gen_fsm module, you return the control 
to it and allow it to wait for the next event to come.

As you can see, the required Erlang code is much 
shorter than you could have imagined when you started 
reading this tutorial – this shows how good Erlang is at 
programming �nite-state machines. Additionally, the 
export()  statements at the beginning of the simple.erl  
module allow you to understand how the module works 
and what it does without having to read its entire code.

The next section will implement a �nite-state 
machine with three states; it would be a good exercise 
for you to try to implement it on your own, based on the 
code of simple.erl , before looking at the actual code 
of threeStates.erl . 

Adding another state
This time you are going to deal with three states. 
Additionally, one of the three states will allow you to 
make a colour decision in order to make things even more 
interesting! After a successful colour selection, you will 
automatically return to the �rst state. Nevertheless, as 
you cannot always trust the user, this program will not 
wait forever for the user to choose a colour. After the 
de�ned timeout period expires, the �nite-state machine 
will go to a different state instead of waiting forever! So, 
when you are at the colour state and the timeout period 
expires, the state machine will go back to the choose 
state. Once again, this feature does not require too 
much Erlang code to be implemented – just look for the 
TIMEOUT string in the code of threeStates.erl .

The �nite-state machine for this project is presented 
in Figure 6 (overleaf)– you should clearly understand 
now that the graphical representation of a �nite-state 
machine gives you almost all the information you need 
about its operation and makes things clear about the way 
a �nite-state machine operates.

The related Erlang code is saved in threeStates.
erl ; you can see the full code in Figure 9 (overleaf). 
What is interesting in Figure 9 is the fact that most of 
the gen_fsm related functions have almost the same 
implementations as in simple.erl  – only the format of the 
message returned by each function is different.

The most interesting part of threeStates.erl  is the 
code that allows you to choose a colour using a function 
instead of having to remember the process ID of the 
Erlang process:

  red() ->
   �0���]�1�/�–�[�#�–���]���1���Á���]�¢�:�+�p�{�'�½�f�-�$�� �6���R�Œ�$�Œ�����7�;�*
  green() ->
   �0���]�1�/�–�[�#�–���]���1���Á���]�¢�:�+�p�{�'�½�f�-�$�� �6���R�Œ�$�0�Œ�����]�7�;�*

  Regular expressions and FSM
The term ‘regular expression’ comes from 
computational theory, which is a branch of computer 
science and mathematics. You can use a deterministic 
�nite automaton (DFA) to implement regular expressions 
– a DFA is a �nite-state machine that does not use 
backtracking. Backtracking occurs when the regular 
expression engine encounters a regex token that does not 
match the next character in the string. 

The regex engine will then back up part of what it 
matched so far in order to try other alternatives. In other 
words, the regex engine knows it can backtrack to where it 
chose the option and can continue with the match by trying 
a different one. Perl regular expressions are implemented 
using a nondeterministic �nite automaton (NFA) and 
therefore use backtracking.

Across The use 
of simple.erl 
application with 
the help of the  
gen_fsm:sync_
send_event 
function that sends 
events to the �nite-
state machine

Figure 5
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What the aforementioned Erlang code does is send the 
appropriate message to the �nite-state machine function 
for you – the function of the active state will process the 
message. As only the color()  function can handle the 
two events (�6���R�Œ�$�Œ�����7 and �6���R�Œ�$�0�Œ�����]�7), this technique 
does the desired job – the other two functions just ignore 
both events.

The other interesting part of threeStates.erl is the 
code of the color()  function that handles the two 
supported colours:

  ���f�R�f�Œ�:�¢�<�[���f�ª�¢�$�� �©�¢�ë�¢���'�ë�¢�ë�;�� �@�t
   �<�f�#�/�f�Œ�[�ë�¢�:�-�¶�<�[���f�ª�¢�&�� �F�f�<�]�0�� ���ë���O���¢�f
� �M�{�{�©�-�� �–�¢�ë�¢���z�]�-�;�$
   �6�]���Ç�¢�1�–�¢�ë�¢���$�� ���7�f�f�–���$�� �©�¢�ë�¢���'�ë�¢�ë�7�/
���f�R�f�Œ�:�6���R�Œ�$�Œ�����7�$�� �©�¢�ë�¢���'�ë�¢�ë�;�� �@�t
   �<�f�#�/�f�Œ�[�ë�¢�:�-�¶�7�ë�]�O�–�� �/�f�Œ�����7�f�f�–�<�]�0�� �¢�7���� �¡����
���f�R�f�Œ�z�]�-�;�$
   �<�f�#�/�f�Œ�[�ë�¢�:�-�F�f�<�]�0�� �¢�f�� �-�r�¶�-�¡�� �–�¢�ë�¢���&�z�]�-�;�$
   �6�]���Ç�¢�1�–�¢�ë�¢���$�� ���]�¢���Œ�$�� �©�¢�ë�¢���'�ë�¢�ë�7�/
  ���f�R�f�Œ�:�6���R�Œ�$�0�Œ�����]�7�$�� �©�¢�ë�¢���'�ë�¢�ë�;�� �@�t

   �<�f�#�/�f�Œ�[�ë�¢�:�-�¶�7�ë�]�O�–�� �/�f�Œ�����7�f�f�–�<�]�0�� �¢�7��
�F�Œ�����]�� ���f�R�f�Œ�z�]�-�;�$
   �<�f�#�/�f�Œ�[�ë�¢�:�-�F�f�<�]�0�� �¢�f�� �-�r�¶�-�¡�� �–�¢�ë�¢���&�z�]�-�;�$
   �6�]���Ç�¢�1�–�¢�ë�¢���$�� ���]�¢���Œ�$�� �©�¢�ë�¢���'�ë�¢�ë�7�/
  ���f�R�f�Œ�:�1�{�¢�7���Œ�$�� �©�¢�ë�¢���'�ë�¢�ë�;�� �@�t
   �6�]���Ç�¢�1�–�¢�ë�¢���$�� ���f�R�f�Œ�$�� �©�¢�ë�¢���'�ë�¢�ë�$
�+�¶�R�p�-�{�½�¶�7�*

The color()  function has four branches. The �rst is 
for taking care of the timeout event, the second is for 
handling the {clr,red} event, the third is for handling the 
{clr,green} event, and the last is for managing everything 
else. As you can understand, if at a given state you have 
to process n events, you will need to have n+1 branches 
at the respective function.

The last interesting part is the implementation of the 
goToChoose() and the goToColor() functions:

  goToChoose() ->
   �0���]�1�/�–�[�#�–���]���1���Á���]�¢�:�+�p�{�'�½�f�-�$���7�f�f�–���;�*
  goToColor() ->
   �0���]�1�/�–�[�#�–���]���1���Á���]�¢�:�+�p�{�'�½�f�-�$���f�R�f�Œ�;�*

Each of them sends the desired event to the gen_fsm 
module, which is being processed by the function that 
represents the active state of the �nite-state machine. 
This saves you from having to remember a more complex 
command and from keeping the process ID of the Erlang 
process that started with the �–�¢�ë�Œ�¢�1�R�<�]�O�:�; function.

Running the code threeStates.erl, which as expected 
starts with the execution of the �–�¢�ë�Œ�¢�1�R�<�]�O�:�;��function, 
will help you test its operation:

  �á�t�� �¢�7�Œ�����©�¢�ë�¢���–�#�–�¢�ë�Œ�¢�1�R�<�]�O�:�;�*
  Going to select a color!
  �6�f�O�$�u�ß�*�å�ä�*�ß�t�7

What you get from �–�¢�ë�Œ�¢�1�R�<�]�O�:�;��is a help message and 
the process ID of the generated process, which you will 
not need to keep. Then, you can go into a different state 
by executing the goToChoose() function:

  �â�t�� �¢�7�Œ�����©�¢�ë�¢���–�#�0�f�¶�f� �7�f�f�–���:�;�*
  �F�f�<�]�0�� �¢�f�� � �M�{�{�©�-�� �–�¢�ë�¢���&
  �f�O

  The Applications tab of Observer
As you might recall from the previous Erlang tutorials, 
the standard Erlang installation comes with the Observer 
graphical application that aims to make your life easier. The 
Observer has many tabs, including the Applications. The 
purpose of this particular tab is to help you �nd information 
about processes and applications. (Figure 7 shows the 
Applications tab in action). 

The technique used for �nding information about the 
process of the threeStates.erl program is as follows: �rst, 
you click on the process with a process ID of <0.50.0> (upper 
right). Then, a new window opens up (bottom right) and you 
go to the Dictionary tab, where you select the process ID of 
the Erlang shell. Then the upper left window opens up and 
you go to the Dictionary tab. From the last tab, you select 
the process ID that was returned by the threeStates:start_
link/0 function you executed and you can get the bottom-
left window that shows information about process ID 
<0.64.0>, including memory and garbage collection data.
Such tools may not be suitable for everyday use, especially 
when you are busy doing actual coding, but when you have 
problems with your software, they might save the day, so do 
not underestimate their value.

ENTER COLOUR

CHOOSE

RED

GREEN

TIMEOUT

Figure 6Right The �nite-
state machine 

that will be 
implemented in 
threeStates.erl, 

which is much more 
advanced than the 

one presented in 
Figure 3

Across The 
Applications tab 
of the Observer 
application will 

allow you to reveal 
information about 

any Erlang process 
you want

Figure 7
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While in the choose state, you can try selecting a colour, 
which will cause the �nite-state machine to remain in its 
current state:

  �ã�t�� �¢�7�Œ�����©�¢�ë�¢���–�#�Œ�����:�;�*
  �¡���[�ë�<�]�<�]�0�� �<�]�� � �M�{�{�©�-�� �–�¢�ë�¢���&
  �f�O

In order to be able to select a colour, you will need to go to 
the colour state:

  �ä�t�� �¢�7�Œ�����©�¢�ë�¢���–�#�0�f�¶�f� �f�R�f�Œ�:�;�*
  �F�f�<�]�0�� �¢�f�� � �{�f�{�¡�� �–�¢�ë�¢��!
  �f�O

Last, you can select a colour from the available two and 
the �nite-state machine will automatically return to its 
�rst state:

  �à�ß�t�� �¢�7�Œ�����©�¢�ë�¢���–�#�0�Œ�����]�:�;�*
  �¶�7�ë�]�O�–�� �/�f�Œ�����7�f�f�–�<�]�0�� �¢�7���� �F�Œ�����]�� ���f�R�f�Œ
  �f�O
  Going to ENTER state!

If the program waits too long for you to choose a colour, it 
will automatically return to the choose state and wait for 
you to call goToColor()  again:

  �¶�<�[���f�ª�¢�&�� �F�f�<�]�0�� ���ë���O���¢�f�� � �M�{�{�©�-�� �–�¢�ë�¢��
  �ç�t�� �¢�7�Œ�����©�¢�ë�¢���–�#�0�Œ�����]�:�;�*
  �¡���[�ë�<�]�<�]�0�� �<�]�� � �M�{�{�©�-�� �–�¢�ë�¢���&
  �f�O

You should try using the Erlang code of threeStates.erl  
on your own in order to better understand its operation.

As you can imagine, developing an Erlang application 
with even more states should be relatively easy as long as 
you have understood the presented Erlang code! So, now 
might be the right time to create your own �nite-state 
machine and implement it in Erlang!

Other important things about OTP
At the time of writing, the latest Erlang version is 19, 
which came with a new behaviour for creating �nite-state 

machines, called gen_statem. Although you can still 
use gen_fsm, gen_statem will replace gen_fsm in the 
near future, so be prepared for this transition. You can 
obtain more information about gen_statem at   
http://erlang.org/doc/man/gen_statem.html and at 
http://erlang.org/doc/design_principles/statem.html.

Should you wish to �nd out the functions needed for 
implementing the gen_statem behaviour, you can do the 
same trick you did earlier for �nding out the required 
functions for the gen_fsm behaviour:

  $ cat simple.erl
  -module(simple).
  -behaviour(gen_statem).
  -export([]).
  $ erlc simple.erl
  �–�<�[�‰�R���*���Œ�R�#�á�#�� �Õ�ë�Œ�]�<�]�0�#�� �ª�]�����Ù�]������ ���ë�R�R���ë���O���/�ª�]���¢�<�f�]
���ë�R�R���ë���O�1�[�f�����0�ß�� �:�����7�ë�Á�<�f�ª�Œ���J�0���]�1�–�¢�ë�¢���[�.�;

However, this time the output is much less informative as 
it only lists one required function, so you will need to look 
at the documentation of gen_statem! 

  A deterministic and a 
nondeterministic �nite-state machine
First of all, look at Figure 8 where you can see examples 
of the two different kinds of �nite-state machines. If you 
look closely, you can easily recognise the nondeterministic 
�nite-state machine even if you did not read the caption for 
it, because if you are on the S2 state on the right �nite-
state machine and get a c, you cannot know whether you 
will be staying in state S2 or going to state S1!

Although this might look like complicating things for no 
reason, nondeterministic �nite-state machine have unique 
characteristics that make them necessary and handy – 
backtracking is just one of them!

Left A deterministic 
�nite-state 
machine on 

the top and a 
nondeterministic 

one on the bottom. 
The S2 state on the 

latter makes all 
the difference

DETERMINISTIC FSM

NONDETERMINISTIC FSM

S

S2

S1
S3

B
B

A
A A

B

S S1 S2

A

A C

C

C

A

Figure 8

Figure 9 Left The 
Erlang code of 
threeStates.erl, 
where a �nite-state 
machine with three 
states and timeout 
functionality is 
implemented



Feature IoT hacks

Toni Castillo Girona  shows you how to identify 
security �aws in IoT devices and put mitigations 
in place to protect yourself against the bad guys
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he Internet Of (Hackable) 
Things (IoT) is here. It’s been 
here for some years now and 
it’s growing. Smart TVs, bulbs, 

thermostats, pets, cars, wearables, 
e-skin… you name it! If  you want to see 
how crazy things are becoming go to 
http://iotlist.co  and be amazed! Whereas 
sometimes these devices are here to help 
us all – i.e. medical and home security 
applications – sometimes they are here 
because of a tendency to put everything 
on the net, even your oven or your favourite 
coffee machine ( http://bit.ly/IoT-coffee ).

Most of these devices are poorly thought 
out when it comes to security and more 
often than not, security issues are present 
in their �rmware. It's here that you will 
�nd the same sort of security �aws as in 
any other piece of software, ranging from 
command injection to memory corruption. 

But the device is not the only hackable 
thing here, of course. Some vendors have 
no security at all in their cloud counterpart 
implementations. The rush for having 
everything connected to the internet is 
the main culprit. Traditionally, engineers 
designing and implementing fridges, TVs, 
thermostats, bulbs and so on have never 
worried about security vulnerabilities. They 
did not need to. They have been dealing 
all the time with safety issues instead, 
adhering to standards in order to prevent 
someone from being hurt by a device. This 
market has evolved: almost everything you 
can think of is (or is about to be) connected 
to the internet, either directly or indirectly.

Now take all those engineers and put 
them to work with microcontrollers (MCUs), 
real-time operating systems (RTOSes), 
web interfaces, network protocols and 

cryptographic primitives in order to 
smarten these devices and the handbasket 
has arrived to take us all to hell. Besides, 
some vendors do not implement security 
policies during the design and, later on, 
implementation of IoT devices either. 

Lax security standards
As with any other sort of IT systems, IoT 
vendors should adhere to well-known 
security standards and follow a secure 
implementation life cycle for their devices. 
Unfortunately for us all, this is not so most 
of the time. IoT devices blend the virtual 
and the physical world together, so when a 
vulnerability is detected and successfully 
exploited, the consequences can be 
harmful. This is why, when talking about 
exploitation and hardening of IoT devices, 
we need to take into account both safety 
and security. Dr Barry Boehm ( http://bit.
ly/Boehm-wiki ) beautifully expressed the 
relationship between the two as follows:

�š Safety: The system must not harm 
the world.
�š��Security:  The world must not harm 
the system.

Have a quick look at your own house. 
Go around its rooms and make a list of 
all the IoT gadgets you have and how they 
interact with the physical world: maybe 
you’ve got a smart lock that takes care of 
your garage’s door. A vulnerability there 
could perfectly well expose your entire 
house to burglars. Have you set up an IP 
camera to watch your house when you are 
away? A �aw in its web interface can let a 
stranger spy on you and your family! Now 
extrapolate this to the Industrial Internet 

of Things (IIOT, see http://bit.ly/iiot-
attacks) . IIOT devices are cyber-physical 
systems (traditionally SCADA systems) 
that now have similar capabilities to your 
amazing last Christmas gizmo: internet 
connectivity, a fancy app to control them, 
a cloud infrastructure gathering tonnes 
of data from them and complex machine 
learning algorithms sitting in the middle 
that compute trends and attempt to 
foresee behavioural changes. What if a 
vulnerability arises on one of these critical 
systems? Forget about your garage’s door 
or your cool IP camera with tilt capabilities 
and nocturnal vision: we are talking about 
real harm. Do we have your attention now? 
Good; keep reading.

IoT devices are connected to the internet 
not just to be monitored or controlled, but 
to send data to the cloud. Most of these 
devices aren't capable of storing and 
processing the data themselves, so they 
are constantly communicating with the 
cloud. This data is either processed as soon 
as it is received or later, in order to make 
informed decisions or to keep analytical 
data for further use. Apart from raw data, 
there may be user credentials and sensitive 
information. If this infrastructure is not 
properly secured, it can be attacked and 
exploited. So when you purchase a new 
electronic gadget, it is not only the device 
design and implementation �aws that 
matter; it's the vendor’s cloud component 
that needs to be taken into account, too.

In this feature, you will learn about some 
poorly thought out IoT devices, the most 
common vulnerabilities present in them 
and how to go about �nding and exploiting 
�aws in their �rmware and reverse 
engineering them with radare2. Have fun! 

T
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Right You can obtain 
the mitigations 

applied to a bunch 
of binaries from 

a TP-Link NC200 
camera’s firmware 
by using checksec.

sh script (www.
trapkit.de/tools/
checksec.html)
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IoT devices are basically everyday objects with 
embedded devices in them that interact with 
our physical world. They have sensors to send to 
and receive data from the outside world, such as 
temperature, light, voice and so on. These devices 
run on different operating systems, such as real-
time operating systems, e.g. QNX or Linux-based. 
There are a bunch of APIs that allow these devices 
to communicate with one another, e.g. REST-ful, 
MQTT and CAN, and of course most of them can be 
connected to the internet. Other devices may use 
Bluetooth or ZigBee and so on to receive and transmit 
data (the latter is widely used by smart home devices). 
The vast majority of these devices run on MIPS or ARM 
processors. Because they run software, IoT devices 
also inherit the same issues found in computers.

Default credentials or no credentials at all
Some IoT devices ship with default usernames and 
passwords that end-users do not care to change. In 
some cases, the situation is even worse: there are no 
credentials at all, so if you can communicate with the 
device, then it’s yours! There’s a good example here: 
http://bit.ly/coffee-hack .

Backdoors (software or hardware)
Backdoors can be intentional or unintentional. Some 
devices may ship with non-documented means of 
opening a remote shell with super-user privileges. 
This is something intentional, either by the vendor 
itself or by a third-party supplier: bear in mind 
that most IoT devices are made of different parts, 
such as the device itself, the cloud infrastructure 
and sometimes the smartphone app. During the 
development phase of an IoT device, sometimes the 
developers have direct and special ways in to speed 
up the debugging process. Once the system is ready, 
it is not uncommon to forget about this completely and 
ship the device without disabling these mechanisms 
�rst. (For more details on these unintentional 
backdoors go to: http://bit.ly/backdoor-goip .)

Software vulnerabilities in the firmware
Every single device (not only IoT devices) runs on 
�rmware: from your hard disk, non-smart GPS and 
so on. Because �rmware is software, it has the same 

sort of security vulnerabilities you can �nd in any 
piece of software running on your computer: such as 
command injection and buffer over�ows. Most of these 
devices use HTTP-encapsulated APIs (ie REST), and 
some of them even run actual web servers (lighttpd is 
a winner here), so you may expect the same sort of web 
vulnerabilities as well. Later on, you will see a couple 
of real cases of web exploitation in some IP cameras. 
For the time-being, go read about a classic command-
injection �aw here: http://bit.ly/root-camera .

Everything runs as root
Some IoT devices run different services as root. As a 
systems manager, the �rst thing you learn not to do 
is to run Apache as root, right? This is known as ‘the 
principle of least privilege’. Well, it seems that some 
vendors have turned a blind eye to that and they keep 

running everything as root. So if you happen to �nd a 
classic command injection on, say, the web interface of 
your fancy IP camera then it's exploitable.

No binary mitigations
Modern operating systems and processors implement a 
bunch of binary mitigations to make memory corruption 
�aws more dif�cult to exploit: ASLR, RELRO, Full 
RELRO, Stack Canaries and NX [Tutorials, p32, LU&D168 
cover modern software protections – go check it out!] 
So, when it comes to IoT devices, you would expect to 
have the same sort of protections. But due to hardware 
constraints and poor design decisions, most IoT devices 
ship with no mitigations at all. If anything, the binaries 
are normally protected by the NX bit, so common buffer 
over�ows are more dif�cult to be exploited without 
using Return to Libc or ROP techniques. But it's still 
easier than on a modern computer…

Unsafe firmware upgrading
Upgrading the �rmware is a common issue for these 
devices. Some vendors allow public downloading of the 
�rmware as a binary blob from their website. This is 
good for auditing the software, of course, and later on 
you will learn how to unpack and look for low-hanging 
fruit in �rmware. However, the vast majority of IoT 
devices blindly trust in whatever binary blob you are 
supplying them with and happily going on with the 
upgrading process! This is because they do not use 
digitally signed �rmwares. So it is not uncommon to 
download or extract a device’s �rmware, backdoor 

 Because �rmware 
is software, it has the 
same sort of security 
vulnerabilities 

 The quick 
IoT �x list
As soon as you 
get a new IoT 
gadget, change 
the default 
credentials, 
update �rmware 
and protect it 
behind a �rewall. 
If it doesn't need 
internet access 
keep it isolated.



Left Opening some 
IoT devices may 
reveal serial ports 
or JTAG connectors. 
This picture shows 
the circuit board of a 
router with three pin 
connectors (a UART)  
Source: http://www.
devttys0.com
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it, regenerate the binary blob and �nally send it back 
to the device by any means feasible. P0wned! A good 
example of providing an ‘evil software upgrade’ for 
a really curious IoT device, a ri�e with Wi-Fi, can be 
viewed here: https://youtu.be/ZcukSF7ruZY .

Man-in-the-middle attacks
Related to the previous �aw, most IoT devices do 
not use certi�cates – neither for authenticating 
themselves (client certi�cates) nor for authenticating 
the remote servers where they send data to or connect 
(server certi�cates). This is really dangerous, because 
it allows attackers to sit in the middle and happily 
capture or redirect every single packet – man-in-the-
middle attacks or MITMs – or impersonate servers 
and clients too. Sometimes devices implement some 
sort of encryption (e.g. TLS) to connect to the remote 
server, normally the cloud, securely. But then they fail 
at checking the certi�cate, either by accepting any 
certi�cate, or by not checking whether it has expired 
or has been revoked at all! So packet-snif�ng, packet-
replaying and packet-injection, among other well-known 
network attacks, are possible. This applies to non-TCP 
stacks as well, such as Bluetooth Low Energy (BLE, see 
http://bit.ly/Bluetooth-hack ).

Cloud-counterpart issues
Most IoT devices send data to the cloud. If they do not 
implement TLS and proper digital signatures, client and 
server certi�cates and so on, they can be vulnerable 
to MITM attacks. But sometimes they do implement 
all these protections and yet, they fail at protecting 
other parts. As the saying goes: a chain is only as 
strong as its weakest link. Well, for vendor CloudPets, 
its weakest link turned out to be the unprotected 
MongoDB database that was publicly accessible from 
the internet through an open URL. The company did not 

protect this database at all, and Shodan ( www.shodan.
io), a search engine for IoT devices, indexed it. This also 
demonstrates that even if you are using well-known 
APIs and cloud providers for your IoT devices (Amazon 
AWS in the case of CloudPets), you can still get it wrong! 
Shodan, Censys (https://censys.io ) and Zmap (https://
zmap.io ) are common search engines and tools to map 
the entirety of the IPv4 range of connected hosts on the 
internet – and that includes, of course, IoT devices as 

The Mirai botnet
This botnet took advantage of default 
credentials of thousands of IoT devices 
connected to the internet, exposing themselves 
via Telnet. Whenever one of these devices was 
publicly accessible, Mirai tried to log in using a 
list of well-known usernames and passwords. 
For those devices keeping the same default 
credentials, Mirai was successfully logged in 
with a privileged account, so it was able to 
download and install the bot with administrative 
privileges. This incident, which took down 
a large section of the internet, would never 
have happened in the �rst place if end users 
had changed the default credentials and had 
protected the devices behind their �rewalls. 
The Telnet service should never have been 
accessible from the internet either. For those 
cases where the device must be accessible, 
an SSH tunnel can be considered. For 
example, if you want to access to your smart 
thermostat from work, �rst establish an SSH 
tunnel with your SSH server at home and use 
your smartphone app to connect to the local 
thermostat via the tunnel.

well. Later on, we will use Censys to look for potential 
vulnerable IoT devices. [See Tutorials, p40 LU&D170 for 
how to use Zmap and masscan along with Censys and 
its Python API]. Troy Hunt wrote a detailed post on the 
CloudPets incident here: http://bit.ly/cloudpets-leak .

Hardware flaws
IoT devices have serial ports and JTAG connectors 
that allow developers to debug them during the 
implementation process. They connect to these 
devices using these special ports. Once the system 
is ready, it is shipped more often than not with all 
these ports enabled – either by mistake or because 
they do not care at all. So if you are lucky enough, you 
can attach a serial terminal to any of these ports (e.g. 
Minicom) and extract the device’s �rmware, interrupt 
the U-boot booting process or gain a root shell. There 
are myriad devices with a plain root shell already 
sitting there for anyone with a null-modem cable to 
connect to! See https://youtu.be/h5PRvBpLuJs . 

 Same 
problems
IoT devices run 
on �rmware, so 
you can expect to 
see the same sort 
of vulnerabilities 
found in any 
software running 
on PCs. Therefore, 
you can use 
almost the 
same tools and 
techniques to �nd 
and exploit them.
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As with any other IT system, IoT devices can be 
hacked and exploited to perform evil things. It does 
not matter if we are talking here about a smart 
toaster or a smart fridge; they’ve got MCUs and RAM, 
a �lesystem and network connectivity too. They run 
an operating system, often GNU/Linux, and therefore 
they can be located, port-scanned, exploited and then 
used for whatever dark purposes the black hats have 
decided. But, how do they go about �nding vulnerable 
devices in the �rst place?

Find potential vulnerable IoT devices
Shodan and Censys are well-known databases and 
search engines that perform massive port-scans of 
the entirety of the IPv4 range of hosts. That includes 
IoT devices, as long as they’re visible with a public 
IP address. So let’s say that you’re a bad guy. You’re 
looking for TP-Link NC200 IP cameras all over the 
internet. So you go to Shodan ( http://shodan.io ) and 
type this in its search text box: title:"NC200 Admin 
- Login” . You are only interested in �nding cameras 
located in, say, Italy. So you repeat the previous 
search, adding a new �lter like this: title:"NC200 
Admin - Login” country:"IT” .

The Moxa Nport series allow serial devices to be 
network-ready in an instant. You can connect them to 
the internet and are used mainly to connect industrial 
machines, such as gas equipment, to the internet in 
order to control and monitor them. There are a bunch 
of well-known vulnerabilities affecting Moxa Nport 
5110 devices running old �rmware versions (see  
http://bit.ly/ics-moxa ). A bad guy would search for 
these devices across the internet in order to exploit 
them. It’s time to �nd these devices, now using Censys 
instead of Shodan. Navigate to the Censys website 
(http://censys.io ), create an account if you don’t have 
one already, then log in and type this one-liner in the 
search text box: 23.telnet.banner.banner:"Model 
name: NPort 5110" and 23.telnet.banner.
banner:"Firmware version: 1.1" .

So there are still publicly accessible, vulnerable 
Nport devices out there! The bad guys could also look 
for already open devices that don’t ask for credentials. 
We know – thanks to the Nport 5110 user’s manual – 
that once you are authenticated, the system presents 
a menu with the string ‘<<Main Menu>>’. Let’s �nd 
Nport devices that do not ask for a password! Go back 
to Censys and type this into the search box: 23.telnet.
banner.banner:"<< Main menu >>" .

Reverse-engineer with Radare2
For those devices with no apparent well-known 
vulnerabilities, black hats will spend quite a long time 
reverse-engineering some of their binaries. This is 
known as ‘static binary analysis’. It is a complex and 
demanding area of expertise, with plenty of tools 
designed to aid the reverse engineer. For IoT devices, 
reverse engineering is more or less the same as for 
binaries meant for computers. The main difference 
here is the architecture: instead of X86_64 or i386, you 

will be dealing with ARM and MIPS most of the time. 
Ida Pro is a classic disassembler widely used by 

reverse engineers, but it is not open source. Radare2 
(https://github.com/radare/radare2 ) aims to be the de 
facto reverse engineering framework for UNIX systems.

So, are you ready to reverse-engineer your �rst 
binary? First, install radare2 (if you prefer, you can 
install Parrot or Kali distros; radare2 ships out-of-the-
box with them). Then, use the simple C program on the 
cover disc and on FileSilo called pass.c  and compile it 
with gcc -O0 pass.c -o pass .

As you can clearly see, this is a very simple C program 
that expects a ‘key’; if it is not the right one, it shows an 
error message. When reverse engineering, it is better to 
start this way: doing what is known as ‘crackmes’:  
http://bit.ly/crackmes . It is legal, and you don’t have to 
worry too much about breaking things. Now, compile 
it and imagine you don’t have the source code. You 
don’t even know that the key is actually inside the 
binary. What you do know is that the software is always 
showing the message ‘Invalid key’ because you don’t 
know what the right key is. Let’s start using radare2 
using r2 pass . Then type ‘aaaa’  in the prompt in order 
to analyse the binary: 

[0x00400450]> aaaa

Look for the address where the ‘Invalid key!’ string is 
located using the iz  command:

[0x00400416]> iz~Invalid key
vaddr=0x0040062c paddr=0x0000062c ordinal=002 
sz=13 len=12 section=.rodata type=ascii 
string=Invalid key!

What you need now is to �nd those opcodes that 
reference this address (0x0040062c). That will probably 
be a position in the code segment outputting the string 
to stdout. The command axt will  give you this info:

[0x00400416]> axt @0x0040062c
data 0x400583 mov edi, str.Invalid_key_ in main

The address is 0x400583 – bear in mind that these 
offsets may vary in your system. You can go to this 
address and then disassemble some bytes:

[0x00400583]> s 0x400583
[0x00400583]> pd 10

0x00400583   bf2c064000  mov edi, str.Invalid_
key_
0x00400588   e883feffff   call sym.imp.puts

Look at offset 0x00400588; a call to sysm.imp.puts  is 
made. This is the imported function puts,  and it will 
show the string stored in EDI. So after executing these 
instructions, the error message will be outputted. What 
you need to do, of course, is to avoid this execution 
path entirely. Radare2 comes with the ‘Visual Mode’, 

 (Not) safe 
search
The bad guys 
use well-known 
public databases 
like Shodan or 
Censys to �nd 
vulnerable IoT 
devices. Query 
these yourself 
from to see if any 
of your devices 
pop out.
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a graphical representation of the binary and its 
branches to speed up the reverse engineering process; 
type VV in the prompt to activate it. Use the cursors to 
move about a bit; try to spot the imported function sym.
imp.strcmp . This is where (you assume) the key you 
are inputting is compared to the right one. The branch 
to ‘invalid key’ is shown (the jne instruction evaluates 
to True). So you don’t want to branch to address 
0x400583. Therefore, all you have to do is to patch the 
jne instruction. Radare2 allows you to patch binaries 
on-the-�y, and the changes are permanent! To ensure 
jne evaluates to False whatever key you input, you 

have to patch this instruction and replace it with the 
opposite one: je. Type :  to gain a prompt, and look for 
the address for this instruction:

:> /c jne 0x400583
0x00400575   # 2: jne 0x400583

Go to the offset where the instruction is located:

:> s 0x00400575
Reopen the binary as read/write before attempting to 
overwrite bytes:

 Binary 
cousins
The process 
of reverse-
engineering IoT 
binaries is similar 
to reversing 
binaries compiled 
for OSes running 
on PCs; the key 
difference is they 
use ARM or MIPS 
architecture most 
of the time.

1
Node code
In visual mode, the assembly code for the 

selected node in the mini graph is shown here 
(Offset 0x400583 ).

2
Mini-graph
Radare2 allows you to see the mini-graph showing 

all the possible execution paths – branching when a 
conditional jump is evaluated to TRUE (t) or FALSE (f).

3
Function code
The assembly code for any function is shown 

with offsets, op-codes and mnemonics. Fancy ASCII 
arrows help you follow the code between jumps, too.

1 2

5

6
3

4
Pseudo-code
A pseudo-code is shown beside the assembly, 

so you can easily locate strings, common function 
names and understand what the code does C-like.

5
OFFSET graph
The graph helps you spot any important branching 

in the code quickly, as in our example: the string 
comparison and the invalid key string.

6 Jump key
Branches taken when a conditional jump 

evaluates to TRUE are shown as 't'; those for FALSE 
are marked as 'f' and unconditional jumps are 'v'.

Analyse binaries with Radare2's Visual Mode

4



Right  Firmalyzer has 
detected dangerous 

shell invocations 
in /sbin/ipcamera 
along with default 

credentials in  
/etc/passwd
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:> oo+
File pass reopened in read-write mode

Now you are ready to patch the binary using:

:> wx 740c

Make sure that the instruction has been successfully 
patched before exiting radare2 (you can just dissemble 
it by using the pd command):

:> pd 1
0x00400575      740c           je 0x400583

Now, run the binary and pass whatever key you want:

./pass CRACKME
Login successful!

So this is sort of a crash course on reverse engineering! 
Radare2 can also be used with IoT binaries, of course. 
Some vendors may strip their binaries, therefore 
making the name of functions and symbols vanish from 
the binary. Naturally, this would render the reverse 
engineering process far more dif�cult. Radare2 is a 
memory eater when it comes to analysing huge binaries, 
so be warned!

Audit a device’s firmware using Firmalyzer
You can still search for vulnerabilities even if you don’t 
own an IoT device. In order to do so, all you need is 
the IoT device’s �rmware. Some vendors offer their 
�rmware for free on their website, even for non-
owners of a particular device. So you can download the 
�rmware and then analyse it. Some vendors only offer 
their �rmware from the device itself; in such cases, 
getting the �rmware could be trickier but still feasible 
by using proxies like Burp. In some particular cases, the 
vendor requires valid credentials in order to obtain the 
�rmware. For those cases where there is no way to get 
the device’s �rmware, you have to be creative. Either 
you delve into hardware hacking by looking for serial 
ports (as described in this feature) in order to extract it, 
or you exploit some vulnerability that can lead to obtain 
part of the �les in its �lesystem. It’s time to analyse 
your �rst �rmware! Download TP-Link IP Camera NC200 
�rmware (this is a well-known poorly implemented 
piece of software) �rst:

wget http://static.tp-link.com/resources/software/
NC200_V1_141114.zip

Now, perform a quick analysis by using Firmalyzer; 

 Check 
your MCUs
Most IoT vendors 
share the 
same software 
and MCUs/
MPUs in their 
implementations, 
so if you know of 
a vulnerability 
affecting one 
IoT device, the 
chances are that 
other devices 
may have it.

01�Secure against attacks
Secure your home against external 

IoT attacks. Use your computer to scan your 
network to determine which IoT devices 
are responding to a local IP: fping -g 
192.168.1.0/24 ; for those devices that are 
alive, port-scan them: nmap -P0 -script 
banner IP ; if they have open ports, try to 
determine if they are necessary – if not, 
close them. Make sure you don’t have any 
port redirection set up in your home router to 
avoid external connections to your devices.

02 Test authentication
To test a TENVIS T6812 IP camera 

web interface authentication routine, set up 
a web proxy (such as Burp or ZAP) and make 
legitimate requests using valid credentials. 
After a successful login, Burp shows you that 
the authentication credentials are sent in 
the Authentication header, base64-encoded. 
This reveals a lot about the authentication 
mechanism used by your camera. Since 
authentication is sent in a header, it may be 
processed by the camera’s web server itself.

03 Fuzz it
Fuzz the authentication mechanism 

by sending an huge number of characters in 
the Authentication header to see if, at some 
point, the camera stops responding. You can 
do that using Burp or ZAP, or a simple Python 
script. When fuzzing, you normally start with 
some characters in the payload and then, at 
each iteration, you increase this number until 
the system crashes (if it has a vulnerability). 
For this camera, when the payload is 188 
bytes long, it reboots on its own!

Hack a couple of cameras
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navigate to https://�rmalyzer.com/#analyze  and click 
on ‘Upload a Firmware’. Choose the �rmware just 
downloaded and wait for the analysis to complete. 
Those juicy �les will be rendered in red; you can 
download them or view their contents directly on the 
web. Have a look at the /sbin/ipcamera  binary (in 
red). Firmalyzer has marked this binary as potentially 
exploitable because of this call:

shellinvocations: /usr/local/sbin/autoupgrade.sh 
%s %s &

If you click on 'Binary Stats', you will �nd all the 
memory addresses where a call to system is performed, 
along with dangerous API calls (such as memcpy and so 
on). This binary is probably a good candidate for �nding 
memory corruption �aws. What are you waiting for? It is 
time for you to start analysing this binary with radare2!

Extract a device’s firmware using binwalk
Using online services such as Firmalyzer is quick. But 
sometimes you might want to extract all the �les inside 
a �rmware binary blob yourself, in order to perform 
a more precise analysis. Extracting the contents of 
a binary blob is easy with binwalk. You can combine 
binwalk with other tools, such as our old friend dd, 
to extract what you really need from the �rmware. 
In the world of IoT security, extracting the �rmware 
is a common task. Then, you can execute your own 
static binary analysis tools and even perform dynamic 
analysis, as well running the binaries under the QEMU 
emulator. Because you have all the �les at your 
disposal, you have access to con�guration settings, the 
web interface source code and so on. Time to practise 

 Firmware 
auditing
You don’t need to 
own an actual IoT 
device to audit 
its �rmware. 
It is also feasible 
to interact with a 
device's binaries 
(using QEMU) to 
perform dynamic 
analysis, too.

04�Brute-force directories
Look for low-hanging fruit in your 

TENVIS web interface by brute-forcing 
directories. Open Burp, intercept some 
HTTP requests to your camera and then, 
pointing at its URL, right-click and choose 
Engagement Tools/Discover Content. Click 
‘Session is not running’ and wait. You’ll see a 
directory, ‘tmpfs’. This directory should not 
be accessible from the web interface. Point 
your web browser to this URL and you will 
see a bunch of interesting �les!

05 Find out more
The ipc_server  �le is a binary, 

probably the server controlling the CGI 
interface of the TENVIS camera through 
the web interface. Download it via your web 
browser and get some info from it: readelf 
-h ipc_server . Readelf tells you this is an 
ARM32 Little Endian executable. So, you 
know the camera runs on ARM. Before trying 
to execute it inside a QEMU chroot jail, get 
info about all the libraries this binary needs: 
readelf -d ipc_server|grep NEEDED .

06 Send to Firmalyzer
Send the ipc_server  binary �le to 

Firmalyzer to perform a static analysis. Once 
the �le has been uploaded, click on Binary 
Stats and wait for a while until the analysis 
�nishes. Scroll down a bit and you will see 
an interesting �nding: apparently, there may 
be a code path allowing command injection! 
Have a look at the binary mitigations as well; 
as already introduced earlier in this feature, 
the only mitigation enabled for this binary is 
the non-executable bit (NX).

a bit: you will extract the same �rmware you have 
downloaded before, so go unzip it and then run binwalk:

unzip NC200_V1_141114.zip
binwalk nc200_1.4.0_Build_141114_Rel.18261.bin

A list of the binary blob contents along with the offsets 
will be presented to you. As you can see, this camera 
is running a Linux operating system with a JFFS2 
�lesystem and the architecture is MIPS. Binwalk can 
extract all the �les from this binary blob for you, but 
before that you need to install the Jefferson extractor 
– binwalk uses external extractors in order to extract 
almost everything you could think of when it comes to 
binary blobs. First, install its dependencies:

apt-get install python-lzma
pip install cstruct

Then, clone and install Jefferson itself:

git clone https://github.com/sviehb/jefferson.git
sudo python setup.py install

Extract all the �les now from the �rmware:

binwalk -reM nc200_1.4.0_Build_141114_Rel.18261.bin

The previous command will put all the extracted �les 
inside the directory _nc200_1.4.0_Build_141114_
Rel.18261.bin. The JFFS2 �lesystem contents will be 
located under the jffs2-root directory.

Now that you have all the �les extracted, you are 
free to look for interesting things, such as default 
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07�Hack a second camera
Now let’s try the TP-Link NC200, 

�rmware v1.1. When a valid user exists and 
the password is invalid, it shows ‘Wrong 
password’. If the user doesn’t exist, ‘User 
not valid’ is shown. So you can do user-
enumeration and password brute-forcing! Use 
Burp or ZAP to intercept the authentication 
parameters to see how they are sent to the 
web app (a simple POST request).

10�Protect your devices
First, make sure port-forwarding 

is disabled. Now, set up a local secure shell 
server in your network, say 192.168.1.2, and 
enable only key-pair authentication and 
install fail2ban as well. Once this is done, 
set up port forwarding in your router to allow 
external connections to your server (set up a 
different port than 22/tcp, eg 2221/tcp).

08 Try common passwords
You can write a Python script to 

guess the admin password. Get a list of 
the most-used passwords: http://bit.ly/
password-list . The TP-Link camera does not 
have mitigation against password brute-
forcing, so you can leave your script running 
for days. But try admin  �rst: you never know!

11 Use an SSH tunnel
Connect to your IoT devices using an 

SSH tunnel: ssh -N -L your_port:local_
iot_ip:iot_port user@your_public_ip . As 
well as preventing attackers from connecting 
to your devices, they won’t be indexed by 
Shodan or Censys. In fact, you’re adding 
another layer of authentication: only by using 
your private key will you be able to connect to 
your SSH server and start the tunnel.

09 Get network info
Once you have access to a device, 

try to get as much info as possible about 
the network and other hosts/settings you 
can see from this compromised device. For 
example, if you’ve gained access to a TP-Link 
NC200 camera using its default credentials 
or by guessing the ‘admin’ password, you 
can get information about the Wi-Fi it is 
connected to from the web interface.

12 Test it out
Ensure your devices are safe from the 

external world by querying Censys (http://
censys.io ) and Shodan (http://shodan.io ) 
using your public IP address. Type ‘YOUR_
PUBLIC_IP’ in the Censys search box. and 
‘ip:YOUR_PUBLIC_IP’ in the Shodan search 
box. Port-scan your own public IP address 
from the internet as well, from time to time.

credentials, web implementation �aws, 
backdoors and well-known vulnerable 
software versions. 

Interact with the firmware dynamically
Another common task is to perform static, 
dynamic or symbolic analysis of the 
binaries you don’t know beforehand they 
are vulnerable. Because this architecture 
(MIPS) is different from the one you are 
probably running (x86 or x86_64), you 
need an emulator to be able to perform 
dynamic analysis or simply to execute 
and interact with the binaries. QEMU to 
the rescue! Go to the directory where the 
usual Linux root �lesystem is located:

cd 100.extracted/432000.extracted/
cpio-root

Here you will �nd BusyBox. Most IoT 
devices ship with BusyBox. Some versions 
have well-known vulnerabilities, so one 
thing you can do is to determine which 
BusyBox version this �rmware ships with. 
First, you need to know BusyBox binary 
architecture; the readelf  command will 
provide you with this information:

readelf -h bin/busybox
…
Class:       ELF32
Data:        2’s complement, little 
endian
Machine:     MIPS R3000

According to the readelf output, this is 
a MIPS 32-bit Little Endian binary. In 
order to execute it interactively on your 
computer, you will need the appropriate 
QEMU emulator, in this case qmeu-static-
mipsel (mipsel stands for MIPS Endian 
Little). First, install QEMU with apt-get 
install qemu-user-static.  Copy the 
binary  
qemu-mipsel-static into the �rmware 
directory and then execute it within a 
chroot environment like this:

cp /usr/bin/qemu-mipsel-static .
chroot  .  ./qemu-mipsel-static bin/
busybox|head -1
BusyBox v1.12.1 (2014-11-03 00:35:15 
PST) multi-call binary

According to the previous output, this 
�rmware is running BusyBox 1.12.1. There 
are a couple of well-known vulnerabilities 
affecting this version of BusyBox (see 
http://bit.ly/busybox-stats ). 
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New open standards are quickly gaining ground for moving 
digital money between multiple platforms alongside the 

rise of the blockchain. Both herald a revolution in �nancial 
technology – the future of money is open
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I
n all the hype around Bitcoin, 

the real story – blockchain 
technology – has struggled to 
be heard outside of tech 

circles. There are a number of interesting 
open source blockchain projects (see 
Opening the Blockchain box, below), but the 
fastest growing is Hyperledger.

Under the watchful care of the Linux 
Foundation and with strong backing 
from IBM, it’s built for real business use. 
Hyperledger enables the same anonymity, 
trackability and security as Bitcoin, 
but allows the construction of private 
blockchains with membership services 
and assigned roles. Fabric is the �rst 
Hyperledger implementation to be released 
from incubator status.

We caught up with IBM’s Chris Ferris – 
who sits on the project’s governing board, 
as well as helping to manage the release 
process for v1.0 of Fabric – about the 
challenges posed by managing a project 
across so many companies with competing 
priorities: “It is fairly common in large 
open source projects to have challenges 
attendant to getting lots of stakeholders 
engaged and aligned," he tells us. “With 
Hyperledger Fabric, the greatest challenge 
is helping prospective contributors 
�nd something to do, or helping them 
get their idea into the code base. This 
is largely due to the fact that the pace 

of IBM contributions can be somewhat 
overwhelming to someone new to the 
project and platform.

“Much of the code we published in v0.6 
of Fabric has been refactored,” he adds, 
“and in some cases completely replaced to 
enable us to address the things we learned 
from working with clients and partners with 
early versions of the platform.”

Ferris chairs the Technical Steering 
Committee, and the rapid growth – and 
scale of collaboration – is a challenge: 
“More and more people are joining and 
contributing to the platform. We now have 
129 contributors representing at least 24 
companies (many aren’t self-identi�ed 
with an employer, which is common in open 
source). IBM’s share has gone from over 
90% of the contributors to 46%, while at 
the same time increasing its number of 
contributors from mid-30s to over 60!”

Fabric is written in Go, but a C++ 
implementation, Iroha, is in use by 
Fujitsu, and in turn has libraries for Swift 
and JavaScript. Intel has implemented 
Sawtooth, with a ‘proof of elapsed time’ 
in Python. Hyperledger is an architecture, 
and a set of requirements, rather than 
any one software implementation. The 
original white paper is still worth reading: 
http://bit.ly/Hyperledger . Meanwhile, the 
pace of new announcements coming from 
the Hyperledger project is breathtaking.

“I am always energised when working 
in a new technical domain that has huge 
industry potential, such as blockchain,” 
says Ferris. “Hyperledger has exceeded 
my wildest expectations in the �rst year 
and some. We now have over 129 members 
and seven top-level projects and the 
inter-project collaboration is starting to 
take hold, which should inject even more 
excitement in the community.”

Opening the 
blockchain
It’s less than a decade since the blockchain 
appeared: a list of records (blocks), each 
timestamped and linked to the previous 
block. As the design makes them resistant 
to tampering, a blockchain provides 
an open, distributed ledger, recording 
transactions in a way that’s taken them 
way beyond crypto currency and into 
supply chains, identity management and 
records management.

Ethereum is an open source, public, 
blockchain-based distributed computing 
platform created to provide a more 
generally scriptable platform than Bitcoin; 
it provides a Turing-complete virtual 
machine, and contracts can be scripted in 
Solidity, an entirely new language created 

for the purpose. Given the hard limit on 
Ether, the currency used on the Ethereum 
platform, there remain similar problems to 
Bitcoin with attacks and speculation.

Ethereum rival Ripple is a consensus 
ledger and open protocol which can 
represent any currency, and has 
been taken up by large banks and 
payment networks as a key settlement 
infrastructure technology. Ripple 
developers are the originators of the W3C 
Interledger project (see overleaf).

The Ripple protocol formed the initial 
foundation of Stellar.org, a platform to 
connect banks, payments systems and 
people, now running on its own code. 
In facilitating next-to-no-cost exchanges 
across currencies and borders, Stellar 
has attracted a lot of institutional users 
in the developed world: from the Praekelt 

Foundation’s scheme to help young girls 
in sub-Saharan Africa start saving to 
connecting micro�nance initiatives.

Transactions are processed through 
consensus between the decentralised set 
of ledgers made up of all Stellar servers. 
It takes between two and �ve seconds 
for the network to resolve its regular sync 
process and settle all payments.

Stellar’s ‘Finance with a Mission’ 
is echoed in initiatives such as the 
Blockchains For Good think tank, 
and others concerned with using the 
blockchain for tracking the supply chain 
for ethical purposes, in fashion, food or 
electronics. Disberse, for example, is a 
company with a social mission to improve 
the ef�ciency and transparency of aid 
and humanitarian payments. All quite 
remarkable for a technology so young.

Above Chris Ferris, busy chair of 
Hyperledger’s Technical Steering Committee
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Open source is changing the face of �nancial 
technology beyond blockchain. From GNU/Linux 
containers keeping banks �exible through takeovers 
to new open standards for banking information – 
both voluntary, and mandated – even the staid and 
conservative end of banking is adopting free and open 
source software and its methodologies. And as for 
the disruptive �ntech (�nancial technology) startups, 
they’ve grown up in GitHub world and where open APIs 
– if not always open source – are the standard.

To round up the state of �ntech, we visited the JAX 
Finance event in London and heard tales of Santander 
Bank’s �exible setup with Linux containers, part of the 
tech approach which has seen them absorb dozens 
of banks without the infrastructure crumbling. We’ve 
heard the �ntech panel at IPExpo sing the praises of 
machine learning, AI and the disruptive newcomers 
to the �ntech scene. At the recent Money & Society 
Summit (see But What is This Money Thing Anyway? 
box, p63), participants started work on designing the 
currencies of tomorrow: free, open and blockchain-
based, but also units of pure exchange, designed to 
facilitate economic activity, not gravitate towards 
speculators and hoarders, like Bitcoin, or today’s 
conventional currencies.

Interledger
For all the innovation, the technology is in its infancy. 
With no standardisation and dozens of different 
payment methods, all incompatible with each other. 
The World Wide Web Consortium (W3C) set up the Web 
Payments Working Group to bring together payment 
providers, and thrash out a common standard; �rst the 
terminology, then for a wallet and API – where wallet is 
any digital record of balance held. 

The W3C’s approach in working towards a Secure Web 
Payments draught was to avoid creating yet another 
network, but a network of networks. And in looking at 
connecting payment providers, as well as last autumn’s 
‘First Public Working Draft’ of the Web Payments HTTP 
API 1.0, the W3C is incubating Interledger. In a packed 
lightning talk at this year’s FOSDEM conference, 
Ripple’s Evan Schwartz presented the concept, calling 
it “an internet for payments”. Now incubated within 
W3C’s Web Payments group, Ripple developer Adrian 
Hope-Bailie describes it as a “browser poly�ll” of the 
Working Group’s API.

Credit Commons: A 
money system for the 
solidarity economy
There are many local, complementary currencies 
in operation around the world. Some recent, some 
decades old but they all face the same problem – 
how to trade with people in another local currency 
or easily allow someone to convert their money to 
a new currency.

Community Forge developer Matthew Slater 
– currently working with 250 local currencies in 
Switzerland, France and Belgium – is looking 
for help to coordinate and develop a new 
platform to meet the present and future needs of 
local currencies for interoperation. Many of the 
building blocks are there, but there’s plenty of 
work to do – if you’re interested in helping, head 
to: http://creditcommons.net .

Rewarding 
openings
NESTA is running 
a £5m prize to 
reward the next 
generation of 
�ntech services, 
apps and tools for 
small businesses. 
Have you got a 
winning idea for 
some software 
that won’t get 
conventional 
backing? Apply 
online at: 
http://openup.
challenges.org .

Above The W3C Interledger stack looks a lot like the internet’s own protocol stack; t his is not a coincidence
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But what is this money 
thing anyway?
Fintech has had a boom in the past decade, but 
these post-crash years have also seen a growing 
awareness of fundamental �aws in the system of 
banking, and indeed the nature of money – that 
we take for granted – that stretches way beyond 
acquisitive speculation in Bitcoin.

Innovative groups such as Positive Money  
(http://positivemoney.org ) work to educate 
parliamentarians and the public on why the way 
money is generated (since 1694) works against 
the wider economy. As it stands, we have a 
system where 97% of money is created by 46 
banks (as debt), and 3% by the government (as 
cash). Meanwhile, interest in local currencies and 
complementary systems, such as time banks, 
continues to grow. Cumbria University’s Institute 
for Leadership & Sustainability (IFLAS) runs 
a Money & Society MOOC (http://ho.io/mooc ) 
explaining the whole thing over four themed 
lessons; it’s a seriously eye-opening experience 
that will change the way you think about money.

But it’s not the only broad and open approach to 
making payments: GNU Taler, developed with Inria – 
the French National Institute for computer science 
and applied mathematics – is an interesting twist 
on electronic payment systems, and is designed to 
address the concerns of both governments and citizens. 

Customers wishing to buy something use their 
traditional money to buy anonymised digital cash 
from an exchange. This allows them to keep their 
privacy when making purchases, yet the blindly signed 
cryptographic currency is secure and the merchant 
can exchange it for their local currency. But – and this 
is where the interest of governments comes in – the 
merchant is not anonymous, which means the exchange 
can be taxed. It also avoids the environmental overhead 
of blockchain transactions like Bitcoin.

Your GNU Taler wallet stores all your receipts 
denominated in your local currency for stability 

against exchange �uctuations. It also holds your 
digital cash and acts as proof-of-purchase in case you 
need a refund. Your Taler wallet exists on your own 
computer and you are responsible for its security and 
safekeeping, as with a cash wallet, but unlike cash, you 
can make backups. Try the demo: https://demo.taler.
net/index.html .

Few free software-related organisations are 
missing the chance to ensure that software freedom is 
baked into tomorrow’s money, for instance, Software 
Freedom Conservancy, the charity which provides 
infrastructure to dozens of FOSS projects from 
BusyBox to Wine, has its own non-pro�t accountancy 
project: https://sfconservancy.org/npoacct . At an 
early stage, it’s a user-friendly set of reporting scripts 
built on top of Ledger CLI. Designed for government 
�lings in the USA, it would be great if non-US 
developers got involved to make versions usable in 
other countries. Yes, this is far from the glamour of 
disruptive �ntech and crypto currencies, but it’s a very 
real need in civil society or third-sector organisations 
right across the globe.

A career move
For many, the idea of a programming career in �nancial 
services was a lot less interesting a decade or so back, 
when most of the jobs had moved from Smalltalk to 
Java, but today’s �ntech scene is a diverse one, with 
one �nancial institution hosting hundreds of thousands 
of lines of code in OCaml, while others are advertising 
for cprogrammers with skills in Golang, Julia, Clojure or 
even Haskell.

At the recent JAX Finance event, Python guru Dr 
Russel Winder was demonstrating the kind of near-
instant data-wrangling that you can do in Python, 
which he trains people in hedge funds and investment 
banks to do using Matplotlib and Pandas, while fellow 
Pythonista Burkhard Kloss demonstrated the power of 
Numpy and Scipy.

These libraries, key to Python’s popularity across the 
data science �elds, combined with some of the deep 
learning and general AI, have made strong inroads into 
�ntech recently.

If you love the Python language, and the challenges 
of working with data, but don’t want to devote your 
time and efforts to making rich people even richer, 
then consider building open tools for everyone (see 
Rewarding Openings box, p62), or looking at the role of 
blockchain in philanthropy.

And hanging over everything �ntech is the EU’s PSD2 
– the Payment Services Directive – mandating the 
opening of payment services to new players through 
the effective opening of APIs. Expect a further boom in 
�ntech startups, but also the possibility of social banks 
and NGOs to get involved to support the ‘unbanked’ 
of the UK and Europe. Oh, and there's lots of code on 
GitHub to play with – it’s appearing already: the future 
of money is open, and we look forward to telling you 
more about it as it happens. 

Myth of 
barter
School textbooks 
still cite money 
as replacing 
unwieldy systems 
of barter, but 
evidence shows 
that the earliest 
systems of 
writing were 
used for ledgers 
of transactions, 
and exchange 
worked freely 
without money 
where there 
was community 
and trust – 
encryption and 
blockchains now 
allow us to take 
ledger systems 
worldwide.

Above A medieval blockchain – tally sticks recorded royal 
or government debt, and were split to provide a unique 
key for redemption. 

W
in

ch
es

te
r 

C
ity

 C
ou

nc
il 

M
us

eu
m

s



Subscribe  Special offer for readers in North America

This is a US subscription offer.  You will actually be charged £87 sterling for an annual subscription.  This is equivalent 
to $112 at the time of writing, exchange rate may vary.  6 free issues refers to the USA newsstand price of $16.99 for 13 
issues being $220.87, compared with $112 for a subscription.  Your subscription starts from the next available issue and 
will run for 13 issues.  This offer expires July 31 2017.

Order hotline  +44 (0)1795 418661
Online at www.imaginesubs.co.uk/lud

Get 6 issues FREE
When you subscribe*

 The open-source 
authority for 
professionals 

and developers 

Quote

‘USA5’
for this   

exclusive  
offer!

FREE  
resource 

downloads  
in every  
issue



PRACTICAL
Raspberry Pi
THE ESSENTIAL GUIDE FOR CODERS & MAKERS

66 My Pi project: the 
robust Tough Pi-ano 70 Save your SD card: boot 

your Pi from a USB stick68 Use Python to draw 
3D text in Minecraft 78 Monitor collected 

data with Plotly

www.linuxuser .co.uk 65

Contents

74 “Learn how to automate the drone and 
program a predetermined set of �ight actions”



66

Components list
�Q Raspberry Pi units
�Q Charging and OTG cable
�Q Dual sound cards
�Q Thumbwheel switch
�Q Headphone cable
�Q Powered speakers
�Q Headphone splitter
�Q Power adaptor
�Q Hardwood casing
�Q Buttons

Right  Due to the 
number of octaves 
and buttons 
required, Bryan 
needed to use 
multiple Raspberry 
Pi units to play 
all necessary 
sound �les

Far right   Bryan 
had some initial 
static problems 
from the default 
USB power 
supply he used. 
Switching to a 
coaxial connector 
seemed to �x the 
issue, however

Programming octaves
To reproduce the correct sound 
levels, each octave of the Tough 
Pi-ano had to be individually 
tuned. To do this, Bryan used a 
thumbwheel switch to help �nd 
the exact levels that each octave 
should be reproducing

Pygame and Python
Although traditionally used for 
building games, Bryan tinkered 
with Pygame so that it would 
work in tandem with Python to 
reproduce the sound �les he 
needed. The key bene�t to Pygame 
here is that it didn’t take a lot of 
processing power away from the Pi 
Zero units that he used

Headphone connection
One of the last things Bryan 
implemented here was a 
headphone connection, which 
meant all reproduced sound could 
be enjoyed by just one person. This 
required some slight tinkering with 
the on-board sound cards, but 
nothing overly complicated

Keeping it tidy
Due to the number of wires 
involved, Bryan had to make sure 
that each of them was fastened 
to the wooden board as neatly as 
possible. Doing this meant that if 
a problem did arise, Bryan would 
be able to diagnose and �x the 
problem quickly and ef�ciently
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My Pi project

Where did your inspiration for the 
Tough Pi-ano come from?
I started the Tough Pi-ano after 

talking with my aunt. My cousin loves 
music therapy, particularly playing the 
piano, but he has Down’s syndrome 
and his excitable therapy sessions 
can destroy instruments meant purely 
for gentle �ngers. While I thought of 
a solution, he kept smashing every 
garage sale piano they were able to 
pick up and buy. I knew that each 
of those pianos was really just a 
series of inputs and a rather basic 
sound generator.

Has it been easy getting the project 
from concept to working device?
One year ago I started working on a 
version which used hardwood keys 
with the same proportions as a 
standard piano, but they were dif�cult 
to make in my local hackspace – so I 
had to rethink this idea.

A couple months after the piano 
had been left aside, I decided it would 
be better to use commercial parts for 
the keys even if they didn’t look like a 
piano. After all, I was building this for 
kids who wanted to smash buttons, 
not concert pianists. I ordered a ton 
of arcade buttons in black and white, 
which obviously give that natural 
piano look.

Replaceable octaves didn’t make 
it to the �nal version, but using one 
computer for each octave stayed. 
Even if someone managed to destroy 
one of the computers, three-quarters 
of the piano would keep running. 
It would also be possible to have 
spares on hand until a proper repair 
could be made. All the arcade 
switches were connected with 
slide-on terminals so they could 
be replaced if someone wore it 
out. Redundancy was probably the 
strongest quality of the Pi-ano, but 
you wouldn’t see it unless you looked 
under the hood.

Designing a musical instrument 
with the explicit intention of absorbing 
abuse was a different kind of 
brainstorming for me. Many of my 
previous projects were only meant 
to be strong enough to withstand 

ordinary wear and tear. The Tough 
Pi-ano had to take punishment all 
day long without hurting anyone and 
have lots of parts that were easy to 
service. That’s why there’s a plastic 
sheet over the keys: no slivers. It’ll 
be wall mounted so it can’t fall on 
anyone. There is no exposed metal 
if knuckles start scraping. It was a 
whole different way to approach the 
user interface.

How accurately does the Tough 
Pi-ano reproduce sound?
The sound �les for this project were 
legitimate piano samples and the keys 
corresponded to the correct notes, 
so anyone who played the piano could 
sit down and perform a song, but they 
would have to reach more since the 
keys were spaced out so much further 
than a standard piano. Of course, 
certain limitations are noticeable, 
but nothing major.

We’ve seen some mention of using 
the piano tool within Pygame on your 
Tough Pi-ano. Did this prove to be a 
big help?
Pygame was a huge help with this 
project. The community surrounding 
Pygame was wonderful, I didn’t have 
to ask them a single question, I was 

able to �nd everything I needed in 
their guides and forums. That kind of 
support is the same reason I program 
with the Raspberry Pi. If someone 
wanted to copy my project, they could 
do it inexpensively and if they had 
trouble, there’s help available. In fact, 
someone has already started to build 
their own Tough Pi-ano for a school 
and together we discovered that my 
code won’t work on a Pi Zero W.

How much of a learning curve has 
this project been for you in terms of 
developing with the Pi and Python?
I knew almost nothing about Python 

when I started this project and I 
learned a lot. It was honestly a very 
good project for a beginner, since 
you build the same switch circuit 12 
times for each octave and then build a 
total of four octaves. One of my rookie 
mistakes was building a circuit board 
to hold pull-up resistors for each of 
the inputs. Later, I learned this could 
have been done in software. I won’t 
repeat that mistake in the future.

How happy are you with the �nished 
product? What would you say is its 
best feature?
The Tough Pi-ano’s best quality, in 
my opinion, was the simplicity. You 
put power on it and then you have 48 
buttons that make sounds. Nothing 
extraneous, no settings that might 
interrupt a jam session, no knobs 
to break off, no hinges to pinch 
�ngers. One change I would welcome 
would be a solid case made of 
heavy-duty plastic.

My aunt and uncle are opening 
a facility on their property where 
other kids with Down’s, or on the 
autism spectrum, can come with 
their families to spend time in a safe 
environment and be themselves. 
I’m pleased that they will have a piano 
they don’t have to be gentle with.

Looking past the Tough Pi-ano, will 
you be using the Pi to build any other 
projects in the future?
I think the Raspberry Pi line 
computers are great pieces of 
hardware. In the past, I’ve built a 
MAME box and a wearable computer 
with a head-mounted display; it runs 
on just a USB battery pack. Right now 
though, I’m using them to build a laser 
tag game with Wi-Fi connectivity. I 
like to detail all my projects, including 
how I build them, on my personal blog  
(www.24hourengineer.com ), as I �nd 
it helps me to keep motivated and 
keep on developing. 

Tough Pi-ano
Bryan McEvoy’s tough-as-nails piano takes an all-new 
approach to music exploration

Like it?
The Tough Pi-ano 
is just one of a 
number of musical 
instruments that 
use the Raspberry 
Pi at their core. 
Another popular 
one is Dave 
Sharples’s Joytone 
(http://www.
davesharpl.es ), 
which combines 
Pi units and 
a plethora of 
ambient sounds 
in one unique 
package.

Further 
reading
Bryan has been 
kind enough to 
detail the entire 
build process of 
his Tough Pi-ano 
unit over on 
his site ( http://
www.24hour  
engineer.com ). 
While you’re there, 
take a look at 
some of his other 
projects, many 
of which use the 
Pi in some rather 
unusual ways.

Bryan 
McEvoy is 
an automation 
engineer by trade, 
which has given 
him the chance 
to design and 
build some pretty 
incredible things.

"The Tough Pi-ano had to take 
punishment all day long"
































































